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Abstract 

This thesis examines the use of river flow statistics, and applies existing and new methods of 
analysis to a case study of rivers from the Namoi and Gwydir catchment regions. River flow 
was traditionally measured to manage diversion of water for human use. With rising interest 
in environmental flow requirements, “hydroecological assessment”  – the use of river flow 
data for the management of riverine ecosystems – has become increasingly important. 
However, mathematical and statistical analysis has been under-utilised in informing such 
assessment.  This thesis demonstrates the need and potential to make better use of such 
analysis.  It seeks to assess ecologically relevant flow statistics in a rigorous way, to promote 
the use of more robust and meaningful hydrological features. 

In this thesis, I elucidate key variables derived from flow data, by examining their distribution 
in contrasting cases, enabling the transparent selection of a set of flow statistics. I define 
statistics in five groups: magnitude, seasonality, rates of change, high and low spells, and 
extreme flow conditions. In each case, I illustrate the assumptions underlying the design of 
flow statistics with a review and synthesis of representative literature. The approach I take in 
this thesis puts the great variety of different measures into a common context, for example 
comparing several measures of flow variability. This comparison shows that different 
measures give inconsistent results. In comparing two sites, there can be any one of three 
possible outcomes: that they are equally variable, or that one or other of them is more 
variable.  

On the basis of my analysis, I conclude that, while many flow statistics are in use, there are 
few standards, and little theoretical or experimental guidance available on how useful 
statistics may be selected and how they relate to each other. Consequently, I describe criteria 
for the selection of statistics, notably robustness (to ensure a statistic gives a useful 
characterisation of sites within a plausible range of parametric assumptions), transparency 
(ease and directness of interpretation), and sophistication (whereby the statistic is meaningful 
in the context in which it is applied, including reflecting the ecological importance of the 
features described). I also demonstrate how quantitative methods can be used to assess the 
properties of flow statistics relevant to various applications. The methods I propose include 
assessing the stationarity of the statistics (estimating data requirements, and addressing the 
trade-off between spatial and temporal coverage), applying a sensitivity assessment to identify 
those statistics that are too volatile to be useful, and using rank correlation to identify and 
simplify redundant statistics. 

In examining techniques for extracting information from a specified dataset, I observe the 
limitations of common methods (notably principal components analysis and site clustering) 
for extracting information of ecological relevance. The role of ecological knowledge in 
deriving useful information from the dataset has often not been fully recognised. I present an 
example of ordering sites by measures selected a priori, revealing broad patterns in the data 
while also showing the existence of further variation. 

Finally, I conclude that further development in this area requires a quantitative assessment of 
statistics based on a sound scientific knowledge of the important flow features they represent. 
Importantly, meaningful assessments should incorporate other relevant habitat attributes, to 
ensure statistics are considered in their ecological context.  

I have developed code for computation, visualisation and assessment of flow statistics, which 
is available for further development and use. 
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Chapter 1: Introduction 

There is increasing interest in using patterns of river flow to assess and manage 
riverine ecosystems. Traditionally, river flow has been measured in order to manage 
the diversion of water, optimising water supply for agricultural and urban uses. This 
focus has now begun to change, with the environment at times being seen as a 
legitimate user of water alongside humans (Naiman et al, 2002; COAG, 2004). At the 
same time, scientific recognition of the importance of river flow patterns to riverine 
ecosystems has increased dramatically in the last few decades (Poff et al, 1997). For 
these reasons, river flow data is now used in many environmental studies. However, 
there seem to be few established standards in the application of flow statistics for this 
ªhydroecological assessment.º 

Mathematical and statistical analysis has been under-utilised in informing 
hydroecological assessment. In most cases, management relies upon expert opinion 
and simple empirical rules to make decisions about allocating water to the 
environment (Arthington, 1998; Tharme, 2003). A recent advance, however, has been 
the development of the Murray Flow Assessment Tool (Young et al, 2003) that 
combines expert opinion and models to examine the case for returning flows to the 
River Murray. In one of the first systematic analyses of such a knowledge-based 
approach, Norton and Andrews (submitted) have undertaken a sensitivity assessment 
of this tool. In this thesis, I show the need and illustrate the potential for making 
greater and better use of such analysis for water management.  

1.1 River flow 

River flow, also known as river discharge, is simply the rate at which water flows 
through a river section. It is expressed as a volume over time; for example, flow data 
in this thesis are in units of ML / day. 

Flow is measured at a gauging station (also referred to as a site). There are several 
methods for estimating flow, generally involving a trade-off of accuracy with effort 
(Gordon et al, 2004). For systematic (e.g. daily) monitoring, it is usually the river 
depth behind a control structure that is recorded. This can then be converted to flow 
with a function called a rating curve ± a one-to-one (increasing) function. The 
standard form is  

bzhaQ )( -=  

where Q is discharge, h is the gauged water level, z is the water level of ªeffective 
zero flowº, and a and b are fitted parameters (Gordon et al, 2004, p. 101). Rating 
curves are fitted to a number of gaugings (estimates of flow at some river depth). The 
z parameter represents zero flow conditions, but is usually set indirectly by 
maximising the goodness-of-fit of the power law.  

Rating curves often need to be updated every few years due to changes in the river 
channel itself, such as sediment accumulation. The overall measurement process 
introduces an error roughly proportional to the flow, e.g. a gauge might be accurate to 
within 10% (Chapman, 1986).  

For management and human uses of rivers, the clearest distinction is between 
regulated and unregulated rivers: regulated rivers are those downstream of major 
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dams. Regulated rivers tend to have highly modified flow patterns, and their managers 
have some (often limited) direct control over the downstream flow. Unregulated rivers 
flow with a relatively natural pattern, although it may be altered by changes to the 
river channel or catchment surfaces (Brizga, 1998), or climate. This thesis is primarily 
concerned with the pattern of flow in unregulated rivers.  

Many large rivers in Australia have gauging stations operated by state government 
agencies. Over the last few decades, most of these gauges have been automated, and 
measure water level continuously. Previously-recorded data extend back up to 100 
years, but usually much less, and generally represent mean daily values (DIPNR, 
2004). These data vary in quality over time, and most time series have periods of 
missing data. Coverage is particularly sparse in some regions, and it is rare for small 
streams to be gauged. 

While varying greatly in quality and availability, river flow time series nonetheless 
represent one of the largest and most important data sets in the environmental domain. 

1.2 River flow statistics 

Following Puckridge et al (1998), I define the flow regime as a long-term statistical 
generalisation of the pattern of river flow. In hydroecological assessment, relevant 
features of the flow regime are identified and quantified as statistics. However, there 
are problems with the use of flow statistics. 

Flow statistics are sometimes used without an adequate understanding of their 
behaviour. Some are applied and interpreted more on the basis of intuition than 
analytical understanding (such as the ªpredictabilityº index of Colwell, 1974). Even 
studies that design statistics for a particular hydrological feature (such as the 
frequency of flood events) rarely test the values, either against simple examples, or 
with analytical tools.  

When comparing the values of flow statistics across rivers, the intention is that they 
reflect differences in the intrinsic properties of rivers. However, the differences may 
be strongly influenced by parameter values used in their calculation (such as 
thresholds), which are often quite arbitrary. Sensitivity to these parameters is rarely 
tested. 

Similarly, flow statistics calculated from only a few years of flow data may be highly 
specific to the period. Short periods contain very specific climatic features, so 
generalisations about a river’s flow regime are questionable. Sensitivity to the period 
of record is rarely tested. A related question is the validity of comparing different 
periods across rivers, which again is not often investigated. 

Since there are a vast number of flow statistics used in hydroecological assessment (as 
an extreme case, Growns and Marsh (2000) defined over 300 statistics), inevitably 
some are highly correlated. If not recognised, this can lead to problems of bias, 
underestimation of variance, or flawed model identification, depending on the 
application (Olden and Poff, 2003). However, standard methods for addressing 
correlation between measures discard potentially important information, and are 
sometimes interpreted simplistically. 
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There is a clear role for mathematical and statistical analysis in addressing these 
problems effectively. 

1.3 Purpose and approach 

This thesis seeks to assess ecologically relevant flow statistics in a rigorous way, in 
order to promote the use of more robust and meaningful hydrological features. 

It seeks to achieve this objective as follows: 

·  key variables derived from flow data are elucidated by examining their 
distributions in contrasting cases; 

·  consequently, a set of flow statistics is selected for further assessment, and the 
assumptions and choices generally made are illustrated with a representative 
literature review in each case; 

·  the behaviour of flow statistics over time is examined, leading to the adoption 
of an appropriate methodology for selecting the dataset; 

·  the sensitivity of flow statistics is assessed with respect to perturbations in the 
period of record and to parameter values (both explicit and implicit); 

·  the possible redundancy of measures is investigated, and a new approach is 
taken to the interpretation of flow statistics over a set of sites.  

The results provide much-needed guidance on selecting more meaningful flow 
statistics and using them in a more informed and intelligent fashion, taking into 
account their characteristics and behaviour. They also highlight the need and potential 
for quantitative analysis in this regard. 

1.4 Outline 

This chapter explained the nature of river flow and its measurement, and noted recent 
use of river flow data in hydroecological assessment. A number of problems with the 
use of flow statistics was discussed, and consequently this thesis aims to provide 
insight and methods to help solve them.  

The next chapter outlines the scientific underpinning of hydroecological assessment. 
The scientific consensus is that flow regime orchestrates the river system and has a 
crucial role in maintaining river health. Many features of the regime are potentially 
important, and statistics are used to quantify these. Several distinct uses of flow 
statistics are reviewed, including environmental flow scenario assessment, condition 
assessment, identification of predictive hydrology-ecology relationships, and 
clustering of rivers. Environmental flow scenario assessment is discussed in more 
detail with reference to several methods, and the key issue is determined to be the 
selection of relevant flow features. Although the appropriate flow statistics are 
different for each of these uses, there are some generally desirable properties in a flow 
statistic, including robustness, transparency and sophistication. These properties 
motivate the following analysis. 

Chapter 3 briefly introduces the case study region: the Namoi and Gwydir basins. 
This provides a relevant case where water allocation trade-offs are acute. The 
catchment scale is relevant to management decisions, and allows investigation of the 



 4 

natural range of variability across rivers. The study region is also appropriate due to 
its relatively dense stream gauge network. All gauged rivers are selected for further 
assessment, provided they are unregulated, and their hydrology has not been 
otherwise greatly altered (since the focus is on natural flow features).  

In Chapter 4, relevant flow features are examined in five categories: magnitude, 
seasonality, rates of change, high and low spells, and extreme flow conditions. A 
common issue arises of representing variability over time (whether of magnitude or 
other variables); this is reviewed and several alternative measures are compared 
empirically. Two contrasting rivers are used to illustrate typical distributions of key 
flow variables. In each case, the statistics used in prior studies are reviewed, revealing 
a diversity of approaches. There seem to be few (if any) standards in the application 
of flow statistics. I select a representative set of flow statistics for subsequent 
assessment. 

Chapter 5 explores issues of data requirements and availability. It begins with an 
empirical examination of the evolution (stabilisation) of flow statistics as record 
length increases. For this purpose, several sites with particularly long records are 
used. The number of years required for statistics to stabilise (to within 10% of the 
long-term value) is estimated. While each statistic behaves quite differently, I 
conclude that in general it cannot be assumed that they are stationary: i.e. it must be 
assumed that flow statistics are specific to the time period from which they were 
calculated. Accordingly, the data set appropriate for comparative assessment of rivers 
is based on a common period. There is a trade-off between the strictness of criteria for 
data quantity (and data quality), and the number of sites that match these criteria ± a 
trade-off between temporal and spatial coverage. Once this data set has been 
specified, the flow statistics are calculated, and their distributions over the study 
region are compared: the nature of these distributions has implications for the task of 
comparing sites. 

Chapter 6 addresses the crucial question of whether flow statistics reveal robust, 
intrinsic differences between rivers. The answer, in many cases, is no. Sensitivity 
assessment is used to identify statistics that are too volatile to be useful: that is, if the 
differences indicated between sites are overly sensitive to arbitrary parameter values, 
or overly dependent on a small number of years. A jackknife assessment is 
undertaken, whereby particular years are omitted from the record, and the statistics 
recomputed. Changes in the rank order of sites are used to test the robustness of 
comparisons according to each flow statistic. Similarly, the role of parameter values 
(such as thresholds) used in the formulation of statistics is assessed. Sensitivity is 
determined by the effect of relatively small perturbations on the rank order of sites. 
Those statistics judged too volatile to be useful are omitted from further analysis.  

Chapter 7 examines the similarity of flow statistics, which is a necessary consideration 
in many applications. Similarity of measures is defined by the rank ordering of sites 
(rank correlation). This rank correlation between flow statistics can be usefully 
represented on a tree diagram. Redundant sets of measures are thus identified, and 
simplified. 

Common techniques for extracting information from the dataset are data-driven, for 
example, principal components analysis and clustering. However, the results from 
these should be interpreted carefully, as they may not be ecologically relevant. 
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Instead, I advocate knowledge-driven approaches to extracting information from the 
dataset. Clearly, flow features (and their weight in the assessment) should be selected 
with a sound ecological basis, with reference to important thresholds, and informed by 
specific regional issues. I also discuss the potential for incorporating other habitat 
attributes to more realistically characterise rivers. 

Computer code (in the R language) was developed for all data manipulation, visual 
displays, calculation of statistics, and statistical assessment. The code is available 
from the author, and major functions are provided in appendices.



 6 

 

Chapter 2: Flow statistics and riverine ecosystems 

This chapter describes the theoretical basis for applying flow statistics in riverine 
ecosystem management. It summarises principles behind the role of flow in river 
ecosystems, and puts flow in the context of other factors. I outline several distinct 
uses of purely flow-based descriptions of rivers (i.e. the use of flow statistics). 
Particular discussion focuses on environmental flow scenario assessment, concluding 
that the process depends crucially on the set of flow features used to characterise flow 
regimes. But what makes a good statistic? Several desirable properties are discussed 
and related to the case study dataset (introduced in the following chapter). 

2.1 Flow regimes and river health 

The natural flow paradigm (Poff et al, 1997) has been widely accepted as a basis for 
river conservation and restoration. It states that the ecological integrity of rivers 
depends in large part on their natural flow regime. The flow regime imparts a ªnatural 
dynamic characterº, including several hydrological ‘ facets’  (Figure 1) and their 
variability over many temporal scales. It is viewed as the dominant control, at a 
landscape scale, on the structure and function of riverine ecosystems. The effect is 
both direct (as the hydraulic conditions associated with a flow rate: depth and 
velocity) and indirect, through the influence of flow on physical, chemical and 
biological dimensions of habitat (Figure 1).  

 
Figure 1: Flow regime as a direct and indirect dr iver  of r iver ine ecosystems (from Poff et al, 
1997). 

From a management perspective, partial or full restoration of natural hydrological 
features is likely to promote river health, perhaps in combination with other 
rehabilitation actions. Indeed, according to Poff et al (1997), supplying natural flow 
features is ªlikely to be the most successful and least expensive way to restore and 
maintain the ecological integrity of flow-altered riversº. Consequently, in these flow-
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altered rivers, management involves a compromise between supplying natural flow 
features and meeting human use requirements.  

Scientific evidence for the natural flow paradigm is abundant, in the form of impacts 
on native biota from flow alteration, and in some cases recovery in response to 
restoration of natural flow features. Studies are reviewed, for example, in Bunn and 
Arthington (2002) and Puckridge et al (1998).  In the former review, the authors distil 
the influence of flow on biota into four principles: 

1. Flow is a major determinant of physical habitat in streams, which in turn is a 
major determinant of biotic composition; 

2. Aquatic species have evolved life history strategies primarily in direct 
response to the natural flow regimes; 

3. Maintenance of natural patterns of longitudinal and lateral connectivity is 
essential to the viability of populations of many riverine species; 

4. The invasion and success of exotic and introduced species in rivers is 
facilitated by the alteration of flow regimes. 

(Bunn and Arthington, 2002) 

These principles are inter-related: native species have evolved in the context of the 
natural physical habitat and its patterns of connectivity. The reason that the natural 
regime discourages exotic species is that they lack suitably evolved traits. An example 
was given by Fausch et al (2001) relating to the invasion success of Rainbow Trout. 
The fish was not successful in rivers where flood events coincided with its spawning 
season. 

Flow maintains physical habitat heterogeneity by eroding and depositing material in 
different parts of the channel, depending on its velocity. Flow creates pools, bars and 
benches, and largely determines the overall size and shape of the channel (Young, 
2001).  

A particular feature often emphasised is the frequency of ‘ flushing flows’ . These 
scour bed material and sort sediments, providing suitable conditions for spawning in 
some fishes. They are thought to promote the growth of certain primary producers 
(biofilms) which feed higher trophic levels of the ecosystem (Chessman and Jones, 
2001). These flows may also flush out stagnant, poor quality water (King et al, 2003). 
Similar properties are sometimes ascribed to ‘channel maintenance flows’  (Brizga, 
1998).  

Flow determines connectivity along the river, and the natural disconnection of pools 
during drought periods (Lake, 2003). Flood events connect the river to its floodplain, 
which has a large influence on both systems (Young, 2001). The connection between 
surface water and groundwater depends on the relative level of each, and is reflected 
in the flow pattern (Ivkovic et al, 2004). 

The ‘ lateral’  connection between a river and its floodplain is particularly important. 
Flooding causes an exchange of organic matter, sediment, nutrients and biota, and is 
the key driver of many lowland river ecosystems (Bayley, 1995). While many studies 
focus on seasonal over-bank pulses, there is likely to be a range of important 
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thresholds, including inundation of various bars and backwaters, woody debris and 
associated velocity transitions (Church, 2002). 

A major problem in the scientific understanding of hydrology-ecology linkages is 
determining causal relationships, since flow alteration is often associated with 
simultaneous changes to other aspects of the river system. For this reason Bunn and 
Arthington (2002) called for experimental studies, to move beyond a ªseries of largely 
untested hypotheses.º 

Taking a broader perspective, decades of work on stream ecology has led to an 
understanding of the most important conditions for maintaining river ªhealthº. These 
have been summarised as: 

·  habitat heterogeneity — the biotic community is structured by the availability 
of habitat and at a broad level there is a relationship between biodiversity and 
habitat heterogeneity; 

·  connectivity — along the river, with the floodplain and riparian zone, and with 
groundwater; 

·  metabolic functioning — the source and amount of organic matter produced 
will have a significant effect on the food web. 

(Whittington et. al., 2004, p. 11) 

 

Figure 2: A conceptual model of the influence of r ipar ian vegetation on fish (from Pusey and 
Ar thington, 2003). 

These patterns and processes are partially driven by river flow, as described above. 
However, many other factors are important. A good example is the role of riparian 
(river bank) vegetation, particularly in driving habitat heterogeneity and metabolic 
processes. Pusey and Arthington (2003) described its many functions in relation to 
freshwater fish, as illustrated in Figure 2. If this vegetation is cleared, then the 
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restoration of flow can not be expected to restore river health, at least until the 
riparian zone is re-established. 

Another example is the effect of channel degradation, channel widening, or the 
construction of flood protection levees. In these cases, connection to the floodplain is 
retarded even under the natural flow regime (Brizga, 1998). 

It is clear that a river' s flow regime plays a fundamental role in determining the health 
of its ecosystems. However, there are other factors to be addressed in river 
management. Bearing this in mind, the next section reviews the use of purely flow-
based descriptions of rivers. 

2.2 Uses of ecologically relevant flow statistics 

Flow-based descriptions of rivers rely on the specification of relevant features of the 
flow regime. These are captured and quantified in corresponding statistics.  

Flow statistics are often used in environmental flow scenario assessment, where the 
problem is to assess and compare the ecological merits of proposed flow scenarios. In 
order to be useful, the statistics should presumably be sensitive to possible 
management actions. This application is discussed further in the following section. 

Another major use of these (or similar) statistics is in the assessment of current 
condition of rivers. This is generally applied in a systematic way at a broad spatial 
scale. As such, the indicators used are simple, using commonly available data, and are 
designed to detect major alterations which can then be analysed in more detail 
(Gordon et al, 2004). Examples are hydrology sub-indices of the Sustainable Rivers 
Audit (Thoms and Dyer, 2004) and the Index of Stream Condition (Ladson et al, 
1999).  

More detailed statistics are typically used in scientific studies. These attempt to find 
flow variables with explanatory power over ecological variables. Experimental 
designs are rarely used for practical reasons (but see Chessman and Jones, 2001), and 
most studies focus on correlations. Flow statistics are often defined with reference to 
scientific hypotheses, such as the effect of disturbance frequency on species diversity 
(the intermediate disturbance hypothesis, or others).  

Clausen and Biggs (1997) examined hydroecological relationships across 83 New 
Zealand streams, and found strong relationships with periphyton diversity and 
invertebrate density. Flood frequency above a threshold was identified as an important 
factor, although other flow features were also significant. Poff and Allan (1995) 
assessed fish populations from 34 sites in mid-west USA. They identified two clusters 
of fish species based on their probability of occurrence at the same site. Hydrological 
variables were found to discriminate the presence of these clusters with 85% 
accuracy. The life history traits of fish species were shown to vary with measures of 
hydrological variability. Similarly, Fritz and Dodds (2005) constructed an index of 
`harshness'  and found relationships with benthic macroinvertebrate richness at 7 sites 
in central USA. Recent conditions (within the year of sampling) and historical 
conditions (past 10 years) were both found to be important. 
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An emerging use of ecologically relevant flow statistics is in examining the landscape 
pattern of ªhabitat templatesº. Habitat templates represent the selective forces 
imposed by habitat conditions, including dimensions of temporal variation. They 
select species with appropriate traits, thereby controlling community composition 
(Townsend et al, 1997). The approach taken is firstly to define dimensions of the 
habitat templates (here, flow statistics), and secondly to cluster rivers according to 
their similarity on these measures. The resulting clusters of rivers are presumed to 
support contrasting ecosystems. The statistics used should be sensitive to spatial 
variation over the region of interest. 

Poff and Ward (1989) developed a clustering scheme and derived a hierarchy of flow 
features to define the clusters (see Figure 3). The first division was by intermittency 
(proportion of time the river flows): this grouped the rivers into ªharsh intermittentº, 
ªintermittentº and ªperennialº. Intermittent and perennial rivers were further divided 
by flood frequency (high or low). Within perennial rivers, another distinguishing 
feature was the seasonal predictability of floods (high or low). Finally, perennial 
rivers with low flood frequency were divided according to overall flow predictability. 
It was hypothesised that only in predictable, rarely-disturbed rivers did biotic 
interactions structure the ecosystem; in other cases the primary factors were abiotic 
(flow-driven). Detailed discussion of the relevant features is deferred to Chapter 4. 
Their study applied the classification to 78 streams across the USA.  

 
Figure 3: Hierarchical stream classification scheme of Poff and Ward (1989), der ived from 
cluster ing r ivers in the USA. The pr imary var iable of ecological impor tance is intermittency; 
fur ther  classification is made using flood frequency, flood predictability, and overall flow 
predictability. (from Poff and Ward, 1989). 

Poff (1996) updated the work of Poff and Ward (1989), applying a similar clustering 
scheme to over 800 streams in the USA, all unregulated and in relatively good 
condition.  

Puckridge et al (1998) studied the hydrology of 52 large rivers worldwide. Some 23 
flow statistics were used, representing aspects of variability potentially relevant to 
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fish. Several clusters were identified, primarily distinguishing dryland rivers from 
those in the tropics; however, the clusters found were complex and not simply related 
to climatic zones. 

Thoms and Parsons (2003) studied 43 gauged sites in the Condamine-Balonne basin, 
in the north of the Murray-Darling basin. They clustered the sites based on values of 
340 flow statistics, deriving spatially contiguous regions. They showed that the 
location and nature of these regions differed substantially between modelled natural 
conditions and the modelled current (regulated) conditions.  

Taking a novel approach, Harris et al (2000) developed a scheme based on the 
magnitude and seasonality of flow, and magnitude and seasonality of air temperature. 
These are supposed to be the primary drivers of riverine ecosystems. The study 
clustered individual years of record into types of each of these four attributes. The 
frequencies of different types of years were proposed as being ecologically relevant. 

Of the applications just mentioned, environmental flow scenario assessment is the 
most widely known. It deals directly with compromises in water allocation, and 
influences decisions on the restoration (or diversion) of river flow. The next section 
reviews the general process and selected methods, and provides more detailed 
examples of the use of flow-based descriptions of rivers. 

2.3 Environmental flow scenario assessment 

The process of environmental flow assessment has become much more common 
around the world in the past few decades, with over 200 methods published (Tharme, 
2003). They generally aim to inform trade-offs between the needs of the environment 
and human users.  

Many of these are focussed on particular species, typically fish with recreation or 
conservation value, and aim to maximise the amount of suitable habitat (eg, based on 
velocity and depth). This approach is motivated by niche theory, assuming that the 
population is limited by the availability of habitat (i.e. is at carrying capacity). 
However, equilibrium conditions are thought to be rare in ecology, and the approach 
fails to recognise the importance of disturbance in structuring communities (Biggs et 
al, 2005; Townsend et al, 1997; Stewardson and Gippel, 2003).  Furthermore, the 
focus on one or a few species has attracted criticism. While a non-natural flow regime 
could be designed to their optimum niche requirements, it is possible that this would 
have negative effects on other species, or ªnew and unforeseen problems may 
developº (Arthington, 1998). 

The alternative, which is gaining wider acceptance, is to consider the whole riverine 
system (a holistic approach). It is assumed that some features of the natural flow 
regime are essential to river health, some can be scaled down, and some can be 
omitted altogether, and generally that natural variability should be retained in certain 
respects (Gordon et al, 2004). 

Arthington et al (2003) defined three levels of sophistication at which environmental 
flow assessment can be undertaken, in order: 
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1. Hydrological methods; 

2. Expert panel approaches; 

3. Modelling of system components. 

Higher levels generally require more resources and knowledge, but have a stronger 
scientific basis (less risk) and are better targeted. Hydrological methods are usually 
recommended only for basin-wide planning and interim assessments (Tharme, 2003). 
However, it should be noted that hydrological and modelling tools are a crucial 
component of more sophisticated assessments. 

Holistic methods can be divided into those with a bottom-up or top-down approach. 
Bottom-up methods identify specific needs of various system components, and design 
a scenario accordingly (often sequentially). Top-down methods attempt to define the 
impacts of various changes from natural conditions, or at least rank scenarios 
according to environmental acceptability. The most robust method is to use both: 
bottom-up design followed by top-down assessment (Brizga, 1998). 

The approach usually taken in environmental flow assessment is to compare proposed 
river flow scenarios to current conditions, natural conditions or another reference 
point. Changes may be related to expected physical, ecological and biological 
outcomes, and the scenarios rated or classified. 

A major problem in many cases is describing the natural flow regime. A record of 
relatively unaltered flow may or may not exist, and may be of short duration with very 
specific climatic features. Historical records are often compared with later regulated 
ones, although the effects of different climatic periods should be taken into account. A 
short record is sometimes extended by establishing a (log-transformed) linear 
regression with comparable unregulated sites; alternatively, rainfall-runoff modelling 
may be used to simulate unregulated flow (Richter et al, 1997). The errors introduced 
by this modelling are not well known in an ecological context. 

2.3.1 A small selection of methods 

Methods for estimating environmental flow requirements have been reviewed by 
many authors, including Tharme (2003) and Arthington and Zalucki (1998). Here I 
will mention only a few that relate to the subsequent analysis. 

The Range of Variability Approach (RVA; Richter et al, 1997) is one of the most 
widely used methods beyond simple `rules-of-thumb' , having been applied in at least 
30 studies (Tharme, 2003). However, in most cases it was used to assess the degree of 
alteration of flow regimes, rather than as an adaptive management tool. The RVA 
relies on a suite of 32 ecologically meaningful flow statistics, known as the Indicators 
of Hydrologic Alteration (Table 1; Richter et al, 1996). Each is evaluated from a 
single year of daily flow data (or, for example, wetland water level data).  

The RVA involves setting management targets for each of these statistics, based on 
their natural range of variability. This is generally taken to be one standard deviation 
from the mean under natural conditions, or the inter-quartile range. The targets are 
achieved if they fall within the target range in about the same proportion of years as 
under natural. Richter et al (1997) emphasise that these are interim targets, and should 
be revised when specific information becomes available, and in response to 
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monitoring. A particular concern in its naïve form is that year-to-year variation is not 
included. In summary, the process of setting a management targets is essentially one 
of defining important thresholds for each measure. 

Table 1: IHA statistics (after  Richter  et al, 1996). By default, high and low pulses are defined by 
the 25 and 75 percentile exceedence values, respectively. 

IHA Group Statistics 
Group 1: Magnitude of monthly water 
conditions 

·  Mean value for each calendar month 

Group 2: Magnitude and duration of annual 
extreme water conditions 

·  Annual maxima 1/3/7/30/90-day means 
·  Annual minima 1/3/7/30/90-day means 

Group 3: Timing of annual extreme water 
conditions 

·  Julian date of each annual 1-day maximum 
·  Julian date of each annual 1-day minimum 

Group 4: Frequency and duration of 
high/low pulses 

·  No. of high pulses each year 
·  No. of low pulses each year 
·  Mean duration of high pulses within each year 
·  Mean duration of low pulses within each year 

Group 5: Rate/frequency of water 
condition changes 

·  Means of all positive differences between 
consecutive daily values 

·  Means of all negative differences between 
consecutive daily values 

·  No. of rises 
·  No. of falls 

 
The Flow Events Method (Stewardson and Gippel, 2003) is useful recent 
development. It considers the full distribution of defined events, rather than a fixed 
range. The first step is to identify `flow events'  of ecological importance for a 
particular river. The specification of these should include the event attribute (eg, peak 
or duration) and seasons in which it is relevant. It is possible to do three types of 
analysis, depending on whether extremes, more frequent events, or the distribution of 
conditions is thought to be important. These are a frequency analysis of seasonal 
extremes, frequency analysis of all events, or cumulative distribution analysis, 
respectively. 

The example given by Stewardson and Gippel (2003) defines three types of events: 

·  bed exposure (defined by minimum wetted area below a threshold); 

·  sediment entrainment to form alternating bars and pools (defined by the 
annual maximum duration above the effective threshold); 

·  floodplain inundation (defined by the peak of all over-bank events). 

The current and natural regimes are then plotted as cumulative frequency 
distributions, showing the magnitude of events as a function of their probability or 
recurrence interval. Events that occur more or less frequently than natural may be 
problematic ± prior knowledge is required to compare scenarios. As such, the Flow 
Events Method is a tool to be used within a broader methodology. 

The Murray Flow Assessment Tool (Young et al, 2003) attempts to consider the 
suitability of flow (events and more general features) for a suite of species in the 
River Murray and tributaries. To take one example, the value of a flood pulse to 
certain fish species depended on its peak magnitude, over-bank duration, preceding 
dry period and month of occurrence. Other species required low flow conditions or 
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sequences of conditions at certain times of year. This multivariate specification 
approach is limited by expert knowledge of species requirements, and so has not been 
applied more widely. 

In all of these examples, the assessment is based on specification of relevant flow 
features, particularly with reference to important flow thresholds. The selection of 
these features, and the weight given to each, determines the nature of trade-offs that 
can be made: any optimisation, scoring or ranking of scenarios is constrained by the 
characterisation of rivers according to the selected flow features. 

2.4 Desirable properties of flow statistics 

In each of the uses of flow statistics listed above, the idea is to capture features 
relevant to the health of river ecosystem components. The relevance might be general 
(derived from ecological theory as described earlier) or specific to the rivers of 
interest: based on scientific studies or important flow thresholds.  

However, there are less obvious properties that are desirable in a flow statistic. 
Keyantash and Dracup (2002) reviewed the desirable properties of indices in the 
context of drought assessment, and listed the following criteria: 

·  Robustness (usefulness over a wide range of conditions; ªresponsive but not 
temperamentalº); 

·  Tractability (availability of data, and not difficult to calculate); 

·  Transparency (clear purpose and motivation; interpretability); 

·  Sophistication (conceptual basis and support, within limits of data); 

·  Extendibility (possibility of being evaluated on historical records ± may be a 
part of Tractability); 

·  Dimensionality (composed of physical units or a ratio thereof ± may be a part 
of Transparency). 

When considering a set of flow statistics, their independence might also be a concern. 
Correlation of measures can lead to problems of bias, underestimation of variance, or 
flawed model identification, depending on the application (Olden and Poff, 2003).  

In the case of flow statistics, tractability and extendibility relate to the temporal 
resolution required (instantaneous, daily or monthly data), as well as the possibility of 
evaluation on records with missing values, or on poor quality (low accuracy) data. 

A particular consideration with respect to transparency (and sophistication) is whether 
a statistic is ambiguous, whereby the same value can reasonably arise from 
contrasting cases. This should be avoided where possible. 

In following chapters I will select a set of flow statistics with the above considerations 
in mind: they should have plausible relevance to the riverine ecosystem 
(sophistication), distinguish between rivers in the study region (robustness), be readily 
interpretable (transparency), and able to be calculated from the available data 
(tractability). In later chapters, I will attempt to evaluate their `temperamentality'  in 
several ways (another aspect of robustness). I will also evaluate their independence. 
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Chapter 3: Case study rivers 

This chapter introduces a case study data set. The case study provides a real context 
for examining flow data and subsequently selecting flow statistics. Later chapters will 
assess the usefulness of these statistics for application in the region. 

This particular region is attractive as a case study due to its relatively large number of 
stream gauges, some of which have quite long records (50 years or more). The 
coverage is due to its history of agricultural development. Water allocation and 
management is a major problem, even before considering environmental flows 
(Letcher et al, 2004). 

The case study region is at a scale relevant to management and policy decisions. It is 
useful for management to be able to characterise and compare rivers within the 
region. In recent years assessment has been made of the types of rivers in the region, 
their condition, and the threats to them, but generally the focus has not been on the 
flow regime (eg. Thoms et al, 1999; Lampert and Short, in preparation), or it has been 
treated simplistically (eg. DLWC, 1999). 

While many rivers have been degraded by human activities, there are still a 
substantial number of intact rivers away from the fertile floodplains. In this thesis, all 
gauged rivers are selected for further assessment, provided they are unregulated, and 
their hydrology has not been otherwise greatly altered (since the focus is on natural 
flow features). 

3.1 Catchment description 

The Namoi and Gwydir Rivers are major tributaries of the Darling, the longest river 
in Australia. The Darling drains New South Wales and Queensland west of the Great 
Dividing Range, eventually meeting the River Murray in South Australia.  

The Namoi and Gwydir river basins are each approximately 40,000 km2 in area, 
together making up about one-thirteenth of the Murray-Darling Basin. They are 
generally of low relief and low rainfall except near their catchment boundaries. Most 
rainfall occurs in the ranges to the east, and the resulting runoff flows through vast 
floodplains to the west. The other major source of rainfall is the Mt Kaputar National 
Park, which divides the two basins.  

These regions were settled and cleared for agriculture in the early 19th century. 
Grazing of stock triggered intense gully erosion. The clearing and sediment load has 
fundamentally changed the physical form of many rivers (Olley and Scott, 2002).  

In the Gwydir basin, the river flows into terminal wetlands. Meeting water 
requirements of the wetlands is an important management issue. The wetland 
vegetation has been found to depend on, amongst other factors, flood frequency, 
depth and season (McCosker, 2001). 

In regulated reaches, the flow regime has been drastically altered. The seasonal 
pattern of flows has changed and in some cases reversed. Floods with a 2 to 5 year 
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average return interval have been reduced substantially. Larger, less frequent floods 
are apparently not so affected by dams. This conclusion is based on a comparison of 
the modelled natural regime with the modelled current (regulated) regime, at selected 
gauges on the Namoi River (Thoms et al, 1999).  

There are three major dams in the Namoi basin. Keepit dam is on the Namoi River, 
and Split Rock dam is upstream of it on the Manilla River. These both have capacities 
of about 400,000 ML, whereas Chaffey dam, on the Peel River, holds only about 
60,000 ML (Thoms et al, 1999). The Gwydir basin has one major dam, Copeton, with 
a capacity of about 1,360,000 ML.  

Apart from regulation, another major factor affecting the flow regime is groundwater 
extraction (Ivkovic et al, 2004). The locations of properties licensed to extract 
groundwater are shown on Figure 4, along with areas laid out to crops and other land 
use. Developed areas generally coincide with the regulated rivers. In the Namoi basin 
(southerly half), relatively intact areas are the Macdonald, Cockburn, Pillaga, and 
otherwise confined to headwaters. In the Gwydir basin, the upper Gwydir (above the 
dam) and Horton River (draining Mt Kaputar) appear to be relatively intact. 

These observations agree with studies of river condition, again that those in moderate 
to good condition are generally confined to headwaters and uplands, away from the 
developed floodplain. Criteria for assessing condition of unregulated rivers were 
mainly the physical (geomorphic) form, water quality, riparian vegetation condition, 
invertebrate assemblage composition, and fish assemblage composition (Thoms et al, 
1999; Lampert and Short, in preparation). 

There has not been a systematic analysis of the natural flow regime in this region 
from an ecological perspective. Thoms and Parsons (2003) analysed flow regimes in 
the nearby Condamine-Balonne basin, with a focus on effects of regulated rivers. In 
the Border Rivers, environmental flow scenarios were assessed using the 
Environmental Flows Decision Support System (see Young et al, 2003), again with a 
focus on regulated rivers. 
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Figure 4: Land use in the Namoi and Gwydir  basins. Rivers flow out to the Dar ling in the west. L icenced groundwater  bore locations and proper ties are shown in 
red. Data from DIPNR, NSW. 
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3.2 Flow data 

In order to undertake hydrological analysis in the region, stream gauge records from 
several locations are required. Stream gauge records were accessed from the NSW 
ªPinneenaº database (DIPNR, 2004). Locations of stream gauges are shown in Figure 
5, in the context of catchment topography. The low relief floodplain areas are evident 
from this figure. These generally coincide with regulated rivers, although this is not 
true for the Liverpool plains, in the southern Namoi basin: they are unregulated, but 
are intensely developed (see below).   

 

Figure 5: Locations of stream gauging sites selected for  fur ther  analysis. The sites shown as solid 
tr iangles were selected pr imar ily on the basis of being unregulated and without substantial 
groundwater  extraction. 

All unregulated gauges were selected for further analysis, except where substantial 
water extraction was likely to be occurring. This was determined with reference to 
Figure 4 (above), which shows the locations subject to groundwater extraction 
licences. The only unregulated gauges considered to be too altered were those in 
Mooki River and Cox' s Creek; details of these sites are given in Table 2. A few other 
gauges were omitted for being very close to another, or having a very short record.  

The catchment areas associated with each selected gauge are shown in Figure 6. 
Consistent with the catchment description (above), acceptable sites in the Namoi 
basin are confined to the uplands, except for the Pillaga (419905). Several of the 
gauged catchments are adjacent or nested within each other, and so might be expected 
to have many similar flow features. 
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Figure 6: Catchments of all selected gauging stations. Each identification number  is prefixed by 
“ 41” . Shaded catchments indicate that they are nested within another , and darker  shades are 
fur ther  nested. For  example, along the Macdonald River  (eastern Namoi), 9038 is within 9010, 
within 9028, within 9005. The Namoi basin and major  divisions are outlined in bold. 

The selected set included 42 catchments, two of which were concatenations of pairs of 
nearby gauges: 419004 with 419081; and 418016 with 418050. The selected sites in 
the Namoi basin are listed in Table 3, and those in the Gwydir basin in Table 4. 

Table 2:  Namoi stream gauging stations excluded due to catchment development. 

station ID river name station name 
catchment 

area 
period of 

record latitude longitude 

419027 Mooki Breeza 5231 1957- -31.28 150.46 

419032 Coxs Ck Boggabri 3806 1965- -30.78 149.99 

419033 Coxs Ck Tambar Springs 1253 1965- -31.35 149.89 

419034 Mooki Caroona 2181 1965- -31.41 150.43 

419052 Coxs Ck Mullaley 2400 1972- -31.10 149.90 

419084 Mooki Ruvigne 6355 1994- -31.04 150.33 
 

Table 3: Namoi stream gauging stations selected. 

station ID river name station name 
catchment 

area 
period of 

record latitude longitude 

419004 Peel Bowling Alley Point 310 1915-1970 -31.40 151.14 

& 419081 Peel Taroona 294 1991- -31.43 151.14 

419005 Namoi North Cuerindi 2538 1915- -30.68 150.78 

419010 Macdonald Woolbrook 844 1927- -30.97 151.35 

419016 Cockburn Mulla Crossing 900 1936- -31.06 151.13 

419028 Macdonald Retreat 1760 1965-1987 -30.63 151.11 
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419029 Halls Ck Ukolan 376 1965- -30.71 150.83 

419035 Goonoo Goonoo Ck Timbumburi 461 1965- -31.27 150.92 

419036 Duncans Ck Woolomin 93 1965-1986 -31.32 151.16 

419038 Macdonald Cobrabald 358 1965-1987 -31.19 151.45 

419044 Maules Ck Damsite 45 1968-1992 -30.53 150.30 

419047 Ironbark Ck Woodsreef 548 1970- -30.41 150.73 

419050 Connors Ck Barraba 73 1972-1992 -30.37 150.63 

419051 Maules Ck Avoca East 667 1972- -30.50 150.08 

419053 Manilla Black Springs 756 1972- -30.42 150.65 

419054 Swamp Oak Ck Limbri 410 1974- -31.04 151.17 

419072 Baradine Ck Kienbri No.2 999 1981- -30.85 149.03 

419076 Warrah Ck Old Warrah 147 1982- -31.66 150.64 

419083 Brigalow Ck Tharlane 265 1993- -30.32 149.29 

419085 Bomera Ck. Tambar-Premer Rd. 556 1995- -31.37 149.87 

419086 Bundella Ck Bundella 150 1995- -31.56 149.99 

419087 Big Jack's Ck Warrah Ridge 426 1995- -31.58 150.53 

419905 Bohena Ck Newell HWY 2060 1995- -30.45 149.67 

 

Table 4: Gwydir  stream gauging stations selected. 

station ID river name station name 
catchment 

area 
period of 

record latitude longitude 

418005 Copes Ck Kimberley 259 1929- -29.92 151.11 

418008 Gwydir Bundarra 3990 1936- -30.17 151.07 

418014 Gwydir Yarrowyck 855 1954- -30.47 151.36 

418015 Horton Rider (Killara) 1970 1957- -29.84 150.35 

418016 Warialda Ck Warialda No.2 544 1972-1991 -29.55 150.55 

& 418050 Warialda Ck Warialda No.1 483 1964-1972 -29.55 150.58 

418017 Myall Ck Molroy 842 1964- -29.80 150.58 

418018 Keera Ck Keera 562 1964-1989 -30.02 150.78 

418020 Boorolong Ck Yarrowyck 311 1965-1987 -30.48 151.43 

418021 Laura Ck Laura 311 1965- -30.23 151.19 

418022 Georges Ck Clerkness 518 1965-1989 -30.19 151.14 

418023 Moredun Ck Bundarra 656 1965-1988 -30.14 151.14 

418024 Roumalla Ck Kingstown 487 1965-1989 -30.48 151.15 

418025 Halls Ck Bingara 156 1965- -29.94 150.57 

418027 Horton Horton Dam Site 220 1967- -30.21 150.43 

418029 Gwydir Stonybatter 1940 1967-1988 -30.32 151.14 

418030 Copes Ck Tingha 86 1967-1989 -29.95 151.25 

418032 Tycannah Ck Horseshoe Lagoon 866 1971- -29.67 150.04 

418033 Bakers Ck Bundarra 173 1972-1993 -30.21 151.03 

418034 
Boorolong Ck 
(North Arm) Black Mountain 14 1975- -30.30 151.64 

418069 Boxhill Watercourse near Inverell 6 1990- -29.69 150.93 

 

Site 419905 (Bohena @ Newell Hwy) had only water level data. However, this site is 
relatively isolated and drains a large intact area of the Pillaga scrub, so it was 
interesting in a regional context. Two gaugings (flow-level measurements) are listed 
in the Pinneena v8 database, as well as the zero-flow level. A rating curve was 
constructed by assuming the common form (Gordon et al, 2004): 
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2/5)( zhaQ -=  

where Q is discharge (ML/day); 
h is stage height (m); 
a and z are parameters. 

The exponent value is derived from empirical studies of flow through a V-shaped 
outlet (Gordon et al, 2004). The equation was fitted exactly to the measurements by 
solving for a and z. The resulting curve is shown in Figure 7. 
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Figure 7: Constructed rating curve for  site 419905. 

While this is hardly justified from so few measurements, it is probably accurate 
enough to be useful in the context of many other sources of uncertainty. The high-
flow measurement was actually taken at the highest recorded river level, so the 
problem is one of interpolation rather than extrapolation.  

Each gauge has a different period of record, and some are no longer operating. To 
summarise the length and timing of records, each available year was plotted on a 
timeline (Figure 8). Years were defined as being available if less than 10% of their 
daily values were missing. 

In this and subsequent analysis, I have defined and used water years rather than 
calendar years. In this case, water years begin on 1 October in the named calendar 
year, and extend to 30 September in the following year. This boundary was defined by 
examining seasonal flow patterns in the region, and selecting a month with generally 
low flow (to avoid events crossing the year boundary). 
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water year
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Figure 8: Available data record for  all selected sites.  Years were defined as being available if 
fewer  than 10% of their  daily values were missing.  The point following a marked year  (such as 
“ 1993” ) represents the water  year  beginning 1 October  in that calendar  year . 

It can be seen from Figure 8 that the available data record varies greatly between 
gauges. They are listed in order of gauge number, which corresponds to the sequence 
of their establishment. The gauge numbers starting with ª418º are in the Gwydir 
basin, and those starting with ª419º are in the Namoi basin. A few sites have more 
than 50 years of data, but generally there is only about 10-30 years of data available. 
Almost every record contains ªmissing yearsº, here defined as having at least 10% of 
daily values missing. Because of these issues, analysing such data is statistically 
challenging. 

The next chapter examines and compares representative river flow regimes in the 
study region. The full dataset described by Figure 8 is not addressed until Chapter 5. 
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Chapter 4: Quantifying hydrological features 

This chapter constitutes a major review of ecologically relevant flow statistics, 
structured around key flow variables. In this way, the choices made by various 
authors in quantifying similar features are presented for comparison.  

Key flow variables are examined visually, and in each case flow statistics are selected 
for assessment in later chapters. Flow statistics are selected with reference to the 
approaches taken by previous authors, the nature of relevant flow variables in this 
case study, and the criteria listed in Section 2.4.  

Measures of variability are discussed in particular, and several alternatives are 
compared using an example. This is interesting because of the ecological importance 
attributed to variability, together with the range of potentially inconsistent measures in 
use. 

To begin, two example rivers are introduced, and their flow regimes are examined 
visually. 

4.1 Time series 

Flow data are time series. In this case the series are at a daily resolution, and each 
point represents the mean rate of flow on one day. It is sensible to examine these time 
series visually before attempting to quantify specific features.  

Throughout this chapter, I will use two contrasting rivers to demonstrate hydrological 
features. These are: 

·  419010: Macdonald at Woolbrook. This is located in uplands near the 
eastern limit of the Namoi catchment boundary. It has a catchment area of 844 
km2, and a wetness index (ratio of average rainfall to potential evaporation) of 
0.72 (one of the wettest in the region). The river is partly confined at its gauge, 
with a “ Bedrock controlled, sand”  style (Lampert and Short, in preparation). 

·  419051: Maules Creek at Avoca East. This is in the middle section of the 
Namoi basin, draining Mt Kaputar. It has a similar catchment area (667 km2) 
but is drier (wetness index 0.51). It also has a higher mean catchment slope 
and more tree cover. The river is gauged at a laterally unconfined site of “ Low 
sinuosity, gravel”  style (Lampert and Short, in preparation).  

Photos taken on these rivers (not far from the gauge locations), and under different 
flow conditions, are shown in Figure 9 and Figure 10.  
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Figure 9: Nearby to site 419010. Macdonald River  near  Watsons Creek dur ing moderate flows. 
(from Lamper t and Shor t, in preparation). 

 
Figure 10: Nearby to site 419051. Maules Creek dur ing zero flow conditions. (photo by the 
author). 
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The contrast between these sites can be seen from the daily flow time series shown in 
Figure 11 and Figure 12. Note that these show flow on a logarithmic scale (otherwise 
extreme high values would dominate the display). It can be seen that 419010 has 
generally higher flow (its median over the period shown is about 10 times that of 
419051). It also appears to have much more frequent rainfall events, giving the time 
series a hairy appearance. Daily flow falls to zero twice in the decade shown, whereas 
at 419051 it falls to zero at least six times, some lasting weeks. Site 419051 has a 
distinct baseflow component (stable inputs from groundwater), which is unusually 
constant at about 10 ML/day. However, the baseflow is intermittent, and there are 
very flashy peaks in the record along with slowly receding ones. At both sites, there 
are periods of sustained high flows, lasting several months. 
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Figure 11: Daily flow time ser ies for  site 419010, water  years 1993-2003. The solid line marks the 
median, and dashed lines mark the 25% and 75% quantiles (over  the per iod shown). 

Daily Flow Time Series (419051)
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Figure 12: Daily flow time ser ies for  site 419051, water  years 1993-2003. The solid line marks the 
median, and dashed lines mark the 25% and 75% quantiles (over  the per iod shown). 
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It should be noted that these daily scale plots cover only one decade: the latest of three 
decades that are used in all of the following discussion. 

Monthly time series covering 30 water years are shown in Figure 13 (site 419010) and 
Figure 14 (site 419051). Site 419010 seems to remain more tightly `bound'  to its 
central tendency, whereas site 419051 has comparatively long runs below the median. 
Site 419051 appears to have more extreme flow conditions relative to the median. 

Monthly Flow Time Series (419010)
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Figure 13: Monthly flow time ser ies for  site 419010, water  years 1973-2003. The solid line marks 
the median, and dashed lines mark the 25% and 75% quantiles (over  the per iod shown). 

Monthly Flow Time Series (419051)
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Figure 14: Monthly flow time ser ies for  site 419051, water  years 1973-2003. The solid line marks 
the median, and dashed lines mark the 25% and 75% quantiles (over  the per iod shown). 

 
Mean annual flow time series, shown on Figure 15 and Figure 16, highlight striking 
differences between the two sites. Site 419051 has obvious sequences of wet and dry 
years. While this pattern does also occur at site 419010, the contrast between years 
seems to be less extreme (at least in log space). 
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Annual Flow Time Series (419010)
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Figure 15: Annual flow time ser ies for  site 419010, water years 1973-2003. The solid line marks 
the median, and dashed lines mark the 25% and 75% quantiles (over  the per iod shown). Note 
that water  year  1989 is not shown because more than 10% of its daily values is missing. 

Annual Flow Time Series (419051)
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Figure 16: Annual flow time ser ies for  site 419051, water years 1973-2003. The solid line marks 
the median, and dashed lines mark the 25% and 75% quantiles (over  the per iod shown). 

Another view of the daily time series, highlighting seasonal patterns, is possible. This 
is shown in Figure 17. Each day of the year is shaded according to its flow magnitude. 
Successive years are plotted such that seasonal periods line up. Features such as the 
seasonal regularity of floods and the duration of droughts can be derived. This display 
also allows multi-annual cycles to be identified in floods, baseflows and droughts. 
Finally, some day-to-day correspondence between the two gauges can be seen. 
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Figure 17: Inter -annual patterns of daily flow for  sites 419010 and 419051, water  years 1973-
2003. Note that shading follows a logar ithmic scale to represent flow. 

A similar display concept was used by Poff et al (1997), but as a three-dimensional 
surface. While arguably more intuitive, that approach does not allow detailed 
examination as a shaded grid does (and as do basic line charts). Gordon et al (2004) 
display the occurrences of low spells on a grid, which is a threshold rendering of the 
above plot. 

Another related display consists of inter-annual flow duration curves for each day of 
the year. This corresponds to sorting each column of the above grids. It allows 
probabilistic analysis of seasonally dependent flow conditions. Seasonal flow features 
are discussed in detail below. 

This chapter includes a series of empirical cumulative distribution plots. The 
following conventions will be used: 

·  The solid line represents site 419010; 

·  The dotted line represents site 419051 (the more flashy one); 

·  Points on these lines indicate the 10, 25, 50, 75 and 90 percentiles; 

·  Circled points indicate the mean of each distribution. Where the scale is 
logarithmic, these circles indicate the geometric mean. 

Visual display of data is a fundamental step in data analysis. The failure to do this 
often results in erroneous conclusions (Tufte, 2001). In this section the basic time 
series have been examined; next, these will be reduced to probability distributions and 
related to the quantification of variability.  

4.2 Measures of variability 

The importance of hydrological variability to aquatic ecosystems is now widely 
recognised (eg. Puckridge et al, 1998; Stewardson and Gippel, 2003). This is a broad 
concept, covering not just variation in flow magnitude, but also potentially many 
other facets of the flow regime, consistent with the natural flow paradigm (see section 
2.1). Defining variability, however, is not trivial. This section compares and evaluates 
several measures of variability. 

As an example, I consider the variability of flow at two temporal scales: daily and 
annual means. Daily flow, shown on Figure 18, is generally thought to follow a log-
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normal distribution. This appears to be the case here, except that 419051 has heavy 
tails (more extremes). Such properties could be assessed more directly, but are not 
crucial here. Annual flow, shown on Figure 19, appears to be roughly log-uniform in 
this case.  

 
Figure 18: Cumulative distr ibution of daily flow for  sites 419010 (solid) and 419051 (dashed), 
water years 1973-2003. 

 
Figure 19: Cumulative distr ibution of annual flow for  sites 419010 (solid) and 419051 (dashed), 
water years 1973-2003. 

A widely used measure of variability is the coefficient of variation (CV), which is the 
standard deviation divided by the mean (thus, it is dimensionless): 

x
x

xCV

)(
)(

s
=  

In the case of skewed distributions such as daily flow, a few large values tend to have 
strong leverage over the statistic.  
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Young (2001) advocated the use of a non-parametric measure of variability: the 
standardised spread across a range of 80 quantiles: 
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x
xx
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-

=  

where xp is the pth percentile of x. 

Spread measures such as S80 were introduced in a hydrological context by Richards 
(1989). Puckridge et al (1998) used similar measures extensively, including the S50 
(interquartile range divided by median) and S100 (range divided by median). Note that 
S50 is a dimensionless version of the `fourth spread'  of non-parametric statistics. In the 
case of a symmetric distribution, it is also a dimensionless version of Median 
Absolute Deviation (MAD). Richards (1990) found that spread measures are 
generally less dependent on the length of record than the corresponding ratio 
measures. 

An obvious problem arises when the median of the distribution is zero: the ratio in S80 
is undefined. One method to allow evaluation in this case is to introduce a lower 
bound on the quantiles. The statistic can be generalised and the bound incorporated as 
follows: 
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I took e = 0.1 ML/day, which is the approximate limit to resolution of flow gauges. 

These measures based on quantiles potentially avoid the influence of extreme values, 
but are still affected by skewness: the upper quantile is often many orders larger than 
the lower quantile, which is then effectively ignored. However, the lower quantile 
may be equally important; for example, the difference between 100 and 1 ML/day for 
aquatic biota is obvious. In fact, it seems reasonable to assume that a given change in 
flow rate is less significant at high flows than at low flows. This suggests that the 
variation in log-transformed flows is relevant. Indeed, flow is often divided into equal 
classes in log space, on the basis of ecological relevance (Gordon et al, 2004), 
effectiveness of bed sediment disturbance (King et al, 2003) and the relative error in 
streamflow measurement (Chapman, 1986). 

One approach is to take the standard deviation of log-transformed flows, as follows: 

)(log)( 10log zx ss =  

where z is as defined above, again bounded by e = 0.1 ML/day. 

Another approach is to take the spread in percentiles of log-transformed flows. By 
analogy with the original spread: 

rrr zzxR -+ -= 501050102log, loglog)(  
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where z is as defined above. Rather than being dimensionless, this can be interpreted 
as the number of orders of magnitude spanned by flows in ML/day over some 
proportion of time (e.g. 80% of the time). 

Table 5: Compar ison of measures of var iability between two sites, and at two temporal scales. 
Measures were calculated from the water  years 1973-2003. 

 daily flow   annual 
flow 

  

measure of 
variability 

419010 419051 ratio 
010:051 

419010 419051 ratio 
010:051 

CV 2.7 7.1 0.4 0.7 1.3 0.5 
S80 6.8 5.5 1.2 2.3 5.9 0.4 
S50 2.1 1.3 1.6 1.1 3.4 0.3 
S100 189.7 2365.3 0.1 2.5 13 0.2 
s log 0.7 0.7 1.0 0.3 0.5 0.6 

Rlog,80 3.7 3.6 1.0 2 3.1 0.6 
Rlog,50 1.8 1.3 1.4 1.1 2.3 0.5 

 
The ratios of variability between sites given in Table 5 vary considerably. In the case 
of daily flow, CV gives 419051 as being 2.5 times as variable as 419010; as noted 
above, this is driven by the extreme tail of high flows. In contrast, S80 and S50 place 
419010 as the more variable, by 20% and 60% respectively. The range statistic S100 is 
again driven by extremes, indicating a factor of 10 difference. Finally, the log-
transformed statistics indicate that these sites are equally variable with respect to daily 
flow, except that the more restricted spread (Rlog,50) leans towards 419010. 

By observing the cumulative distributions of daily flow given above, as well as the 
daily time series and monthly time series in Section 4.1, one' s intuitive impression of 
variability can be matched with the statistical measures. The influence of extremes 
should be avoided: although important, they are treated separately. The concern here 
is `normal'  or overall variability. Clearly, the choice of percentiles for calculating 
spread has a large effect on the result. The inter-quartile range and 80-percentile range 
give potentially very different results, and together approximate the continuous 
distribution.  

The annual distribution is easier to assess: 419051 is the more variable site, as all 
listed statistics indicate. Only S100 seems inappropriate in this case. 

In conclusion, a suitable measure of variability of skewed distributions should be 
selected carefully, because the comparison of sites is not consistent between 
measures. Ideally, explicit reference should be made to which aspect of a variable' s 
distribution is represented, using a visual display. 

4.3 Selection of flow statistics 

In the following sections, empirical cumulative distributions are displayed for each 
variable extracted from the flow record. The approaches taken by previous authors to 
defining and quantifying features are reviewed. In that context, flow statistics are 
selected for further analysis. 
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Here variables are defined in five groups: 
·  Magnitude 
·  Seasonality 
·  Rates of change 
·  High spells and low spells 
·  Extreme flow conditions 

Different categories have been used to group similar sets of statistics, separating out 
flow variability (Young, 1999) or the timing of extremes (Richter et al, 1996). Olden 
and Poff (2003) classified flow statistics into the following groups, and sub-groups 
given in parentheses: 

·  Magnitude (of average / low / high flow conditions); 

·  Timing and predictability (of average / low / high flow conditions); 

·  Rate of change (of average flow conditions); 

·  Duration (of low / high flow conditions); 

·  Frequency (of low / high flow conditions). 

These correspond roughly to the categories used here. Seasonality incorporates timing 
and predictability. Spells and extremes mostly relate to measures of duration and 
frequency. In hindsight, since there is no objective distinction between spells and 
extremes, it would have been better to merge these (but perhaps to separate high and 
low flow conditions). 

The code to calculate these features from a time series was written in R, an open 
system for statistical computing (Ihaka and Gentleman, 1996). Missing values were 
treated explicitly in all cases, as it was recognised that many flow time series contain 
a large number of missing values. The main functions of this code are given in 
appendices. 

4.3.1 Magnitude 

The instantaneous volume of water flowing through a river section has obvious 
relevance to the aquatic ecosystem. It sets the available space for fish and plankton in 
the water column, wetted area of the bed and banks that is used by benthic organisms, 
and water level in relation to the floodplain and groundwater. 

Flow magnitude and its variability are important on many time scales (Young, 2001, 
p. 28). The scales most often assessed are daily, monthly and annual. However, rapid 
hydraulic fluctuations on the scale of minutes influence ecological processes such as 
colonization and production. Biggs et al (2005) conceived of these small-scale 
variations at the opposite end of a continuum from large-scale disturbances, which 
physically restructure ecosystems. 

The following plots show cumulative distribution functions of flow at increasing time 
scales: daily, monthly, annual and five-year means. 
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Figure 20: Cumulative distr ibution of daily flow for  sites 419010 (solid) and 419051 (dashed), 
water years 1973-2003. 

 
Figure 21: Cumulative distr ibution of monthly flow for  sites 419010 (solid) and 419051 (dashed), 
water years 1973-2003. 
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Figure 22: Cumulative distr ibution of annual flow for  sites 419010 (solid) and 419051 (dashed), 
water years 1973-2003. 

 
Figure 23: Cumulative distr ibution of five-year ly flow for  sites 419010 (solid) and 419051 
(dashed), water  years 1973-2003. Values are the means of every five year  window on the annual 
ser ies. At most one missing year  out of five is allowed. 

As expected, the relative magnitude of each site' s median flow is approximately 
maintained across scales. I selected the median of daily flow as a general 
representative magnitude, and only considered variability at other scales. The median 
clearly does not go far in capturing daily flow magnitude, so high flow and low flow 
conditions were also considered. I selected the values for 10% and 90% probability of 
exceedence respectively. 

The median is often preferred to the mean (eg. Puckridge et al, 1998; Young, 1999) 
since it is not affected by extremes and has a direct interpretation in terms of 
experienced flow conditions. Young (1999) took the median at three time scales. 
Clausen and Biggs (1997) selected the 10, 20 and 90 percentile exceedence flows, 
divided by the median.  
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To characterise daily flow variability (Figure 20), with reference to the previous 
section' s discussion, I selected S50 and also Rlog,80. S50 considers the mid-range of 
flows in terms of their magnitude (and is less affected than S80 by extremes and 
skewness). In contrast, Rlog,80 better represents of the full range of normal flow 
conditions, in terms of orders of magnitude. 

The CV of daily flow has been used, e.g. by Poff (1996). However, Clausen and 
Biggs (2000) demonstrate that CV of daily flow is ambiguous as a measure of high-
flow disturbance, and suggest instead calculating the frequency of events above a 
threshold. Clausen and Biggs (1997) calculated daily constancy (Colwell, 1974) using 
7 logarithmic flow states defined relative to the median. In information theory, this 
measure is known as redundancy, and equals the complement of relative entropy 
(Singh, 1997). 

Monthly flow (Figure 21) appears to have a similar pattern of variability to daily flow 
for these sites, except that the tails of site 419010 are less extreme. I selected Rlog,80 to 
characterise the distributions. Cardinale et al (2005) took the CV of monthly flow. 
Puckridge et al (1998) took several spread measures to represent monthly flow 
variability. They also considered the variability of monthly flows within each year 
(taking the median of this over years, as well as its variability over years).  

The variability of annual flow (Figure 22) according to various measures was 
examined in Section 4.2. Here I selected the range experienced half the time, as 
Rlog,50. McMahon and Finlayson (2003) suggested the CV, while Young (1999) 
suggested S80. 

Variability at a broader scale can be considered with five-yearly mean flow (Figure 
23). The full range of these values seems relevant, but I selected S80 as it can be more 
reliably estimated than the range. The data does not appear to be log-distributed. 
Puckridge et al (1998) considered the S50 and S100 of annual, 3-yearly, 5-yearly and 7-
yearly flows. McMahon and Finlayson (2003) consider other features of annual flows: 
the lag-1 auto-correlation coefficient (representing the probability of adjacent similar 
years), and lengths of runs of years below the mean. 

A measure of the skewness of daily flow is often included in this context, calculated 
as median divided by mean (Clausen and Biggs, 1997) or the difference between 
median and mean, divided by median (Puckridge et al, 1998). However, it seems to be 
an indirect measure, and so does not satisfy the criterion of transparency. Direct 
analysis of peaks and other variables should suffice. 

Flow peaks represent an input of new water to the system, generally from a rainfall 
event. To be defined as a peak, daily flow must differ sufficiently from the adjacent 
days: 

( )D+><D+º +- 11)peak( ttt QQQt   

where Qt is the flow on day t. 

I took delta (D) = 1 ML/day. 
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Since magnitude has been examined above, it is of more interest to express peak flow 
relative to the median. The relative magnitude of peaks may then describe `peakiness'  
with respect to median flow. Figure 24 shows the distribution of these values for each 
site. The distributions are highly skewed (slightly skewed in log space) and overlap, 
which suggests that they might not be robustly distinguished. However, the 
distribution for 419051 appears more `peaky'  as expected. As a summary statistic, I 
selected the ratio of median peak flow to the median of all flows. Puckridge et al 
(1998) considered the variability of magnitude of monthly peaks, which would be less 
sensitive to minor fluctuations than daily data. 

 
Figure 24: Cumulative distr ibution of daily flow peaks divided by the daily median for  sites 
419010 (solid) and 419051 (dashed), water  years 1973-2003. 

 
Figure 25: Cumulative distr ibution of the number  of daily flow peaks in each water  year  for  sites 
419010 (solid) and 419051 (dashed), water  years 1973-2003. 

The frequency of peaks in each year of record is shown in Figure 25. The two sites 
differ substantially, a factor of three in the mean. I selected the mean as a summary 
statistic. Richter et al (1996) considered the number of rises and falls each year, which 
is almost equivalent to the number of peaks. Puckridge et al (1998) considered the 
variability of the number of monthly flow peaks each year.  
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4.3.2 Seasonality 

Seasonal timing and predictability of flow is known to be important to many 
components of riverine ecosystems (Poff et al, 1997). Predictable flooding or low 
flow periods may be required by some species for effective breeding, migration and 
growth (Young, 2001). In contrast, species adapted to unpredictable conditions tend to 
have opportunistic strategies, which may give them an advantage over invasive 
exotics (under natural conditions). Flow and water temperature are thought to be the 
two most important drivers of floodplain ecosystems, and floods at different times of 
year may therefore have very different effects (Tockner et al, 2000). 

The seasonal pattern of median flow by calendar month is shown on Figure 26, 
following Young (1999). It is apparent that site 419010 has a much stronger seasonal 
pattern than 419051.  

One aspect of seasonality is the contrast between typical flows at different times of 
year. To quantify this I selected the ratio of flow in the maximum month to that in the 
minimum month. Maximum and minimum monthly flows have been used for 
condition assessment in a statistic called Seasonal Amplitude (Thoms and Dyer, 
2004). However, here medians were chosen to represent each calendar month' s flow 
over years, rather than means, to avoid the influence of skewness. Seasonal 
Amplitude is usually paired with another called Seasonal Period, which represents the 
timing of maximum and minimum months. I do not consider this or other measures of 
timing here, because it is expected to be fairly constant over a region of this size.  

To calculate seasonal amplitude, I first express each month value relative to the 
overall median of monthly flows (as in Figure 26). In the unusual case of this being 
equal to zero, I divide by 0.1 ML/day. I then calculate the ratio using these scaled 
values. However, if any month has zero median flow, the ratio is undefined. To 
resolve this, I bound the minimum value by 0.1, so the ratio is bounded above by 10 
times the (relative) maximum. In the figure, if the solid line dropped to zero, seasonal 
amplitude would be 10 times the maximum: about 20. 

 
Figure 26: Median over  years of each calendar  month’s flow, divided by the overall median. Sites 
shown are 419010 (solid) and 419051 (dashed), water  years 1973-2003. 
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One alternative would be to calculate the variability of median monthly flows (i.e. the 
variability of values in Figure 26), such as the S100 or S80. This involves taking the 
difference between high and low monthly flow, rather than their ratio. Puckridge et al 
(1998) considered the seasonality (in that sense) of the frequency of monthly peaks in 
each calendar month. They also considered the seasonality of frequency of monthly 
troughs. 

High flow days and low flow days, defined by thresholds, are arguably more relevant 
to biota than the flow averaged over months as just discussed. Whether these 
conditions are concentrated in a particular season, or occur randomly over the year, 
may determine the success of life history strategies.  

The concentration of 10-percentile exceedence flow days (high flow days), in a 
moving 90-day window, is shown on Figure 27. The concentrations are scaled to have 
a mean of 1 (i.e. multiplied by 10), which is the value expected if these conditions 
occur independently of seasonal phase. I selected the maximum of this distribution to 
quantify the seasonal concentration of high flow days. Poff (1996) found the 
maximum proportion of ªfloodsº (1.67-year return period events) in one of six 60-day 
windows. The approach taken here is a version of this with a moving window, and 
applied to a much lower threshold.  

The same procedure was applied to the concentration of 90 percentile exceedence 
flow days (low flow days), shown on Figure 28. Analogously to the case with high 
flows, Poff (1996) found the concentration of low flow days (the 1-day low flow with 
a 5-year return period). 

These measures of concentration are similar to directional statistics used by 
Castallarin et al (2001). One measures the average timing of flows above a threshold, 
and the other measures the regularity of this timing. Once events have been defined, 
their Julian dates (day index within the year; Ji for an event i) are mapped onto the 
unit circle in polar coordinates, with angles given by: 

( )365
2pq ii J=  

The sample mean of all n events can then be calculated in Cartesian coordinates: 
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Here the angle represents average timing within the year of the given events, while 
the vector magnitude is a measure of their regularity of occurrence. 



 39 

Castallarin et al (2001) used these statistics for grouping similar sites, in order to 
undertake regional flood frequency analysis. Note that regularity in their sense is 
designed for a single dominant mode (and modes in opposite seasons cancel each 
other out) whereas the method used here simply finds the maximum of all local 
modes. 

 
Figure 27: Seasonal concentration of high flow days (10 percentile) in a moving 90-day window. 
Sites shown are 419010 (solid) and 419051 (dashed), water  years 1973-2003. 

 
Figure 28: Seasonal concentration of low flow days (90 percentile) in a moving 90-day window. 
Sites shown are 419010 (solid) and 419051 (dashed), water  years 1973-2003. 

Similarly, Young (1999) suggested considering the ªevennessº of proportions of 
floods in each season or month, representing the seasonal predictability of flooding. 

A conceptual problem with the approach just taken is that it assesses the probability of 
season (or date) given that an event has occurred, but from the perspective of the 
biota, it is more salient to consider the probability of an event occurring given that it 
is some season (or date). Furthermore, the predictability (from year to year) of all 
seasonally-specific flows may be of interest, not just high flow events. These are 
addressed by Colwell' s indices. 
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Colwell' s (1974) predictability index is often used in hydroecology, representing the 
consistency between years of the seasonal pattern of all flows (not based on a single 
threshold). The index was designed to represent predictability of general periodic 
phenomena, using information theory. For application to continuous phenomena (such 
as flow), discrete classes need to be defined. The year must also be divided into 
discrete time periods (typically months). 

Colwell' s indices are calculated from a frequency table with, say, t time periods on 
one axis and s states on the other axis. Suppose the entries in the table, Nij, represent 
the proportion of observations that were of state i and time j. Take a vector Y to be the 
proportion of observations that were of each state, and vector X to be the proportion of 
observations that were taken in each time period. (Note: X and Y are column and row 
sums of the frequency table). 

In the sense used here, predictability is the inverse of uncertainty. Following Colwell 
(1974), the uncertainty (entropy) with respect to state is: 
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Using these elements, Colwell' s predictability index is defined on the basis of two 
additive components. The first is constancy (C). This is equal to the standardised 
ªredundancyº of flow states (Singh, 1997), and is independent of time: 
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The second component is contingency (M). It is the standardised ªmutual 
informationº of time and state, being the average amount of information about state 
that is provided by time (Colwell, 1974): 
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Finally, predictability (P) is defined as the sum of constancy and contingency. It 
varies between 0 and 1, as do its components. In theory, predictability can be derived 
entirely from constancy, or entirely from contingency. A concise formulation is: 
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A practical problem with the approach is that discrete states of both flow and time 
need to be defined, and in most cases these are quite arbitrary. Gan et al (1991) found 
that the index is positively biased compared to its long-term value until about 40 years 
of record are used. However, they used flow classes placed equally around the mean, 
whereas it is recommended to use equal classes in log space, as discussed in section 
4.2. Poff (1996) found that the pattern of predictability between sites is sensitive to 
the time scale at which it is calculated. Clausen and Biggs (2000) speculated that 
Colwell' s predictability may give a consistent ranking of sites when calculated from 
short records, even though its absolute value requires a long record to stabilise.  

Poff and Ward (1989) used the predictability of daily flow with 11 logarithmic flow 
states defined relative to the mean. Fritz and Dodds (2005) used the same measures, 
and also determined the proportion of predictability derived from constancy. 
Cardinale et al (2005) calculated predictability at both daily and monthly time scales.  

Pusey et al (1995) calculated monthly predictability (using total monthly flow) with 
30 logarithmic flow classes. In addition, they calculated the predictability of monthly 
maxima and monthly minima (the maximum/minimum instantaneous flow within 
each month). These were thought to be highly relevant to fish.  

Rather than using Colwell' s indices, I calculated unpredictability (variability over 
years) of monthly flow for each calendar month. These values are shown on Figure 
29. The measure of variability I selected for each calendar month was S80, as 
recommended by Young (1999). I selected a measure of overall unpredictability as 
the mean of each month' s variability over years (i.e. the mean of values shown on 
Figure 29). Puckridge et al (1998) took the median of a similar `unpredictability'  over 
calendar months. 

 
Figure 29: Var iability over  years (S80) of flow in each calendar  month. Sites shown are 419010 
(solid) and 419051 (dashed), water years 1973-2003. 

Given that biota may be adapted to predictable flow conditions at certain times of 
year, I also selected the minimum variability from all calendar months (i.e. the 
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maximum predictability from all calendar months). Along similar lines, Puckridge et 
al (1998) considered the variability of `unpredictability'  over calendar months (i.e. the 
variability of values shown on Figure 29).  

Taking a measure quite different to any others listed here, Pusey et al (1995) found 
the predictability (in Colwell' s sense) of the range of flow conditions experienced 
within each month. The range, as a measure of intra-month variability, was expressed 
as the maximum divided by minimum flows within each month. This statistic 
attempts to capture the seasonal predictability of stable and unstable flow conditions. 

Fritz and Dodds (2005) selected flow statistics for ephemeral streams. For each day of 
the year, they calculated the proportion of years in which it was flowing (i.e. not zero 
flow). They then took the maximum of these proportions, which represents the `best'  
reliability of flow of any time of year. 

Poff (1996) calculated the maximum consecutive proportion of the year in which a 
ªfloodº event had never been recorded. This gives an indication of the seasonal 
predictability of non-flooding: the length of a ªflood-freeº period. Similarly, the 
maximum proportion of the year without significant low flow events was also 
calculated: the length of a ªlow-flow-freeº period. 

Cardinale et al (2005) adapted Colwell' s (1974) predictability index, calculating the 
daily predictability of flooding. They used a single threshold to define the number of 
years in which each day was `in flood' , or not (i.e. only two flow states). Gan et al 
(1991) suggested such a use of the index: ªto categorize the flooding regime of rivers, 
or patterns of drought…º 

4.3.3 Rates of change 

Certain rates of rise of flow are triggers for biological processes, whereas rates of fall 
may affect river-bank stability and cause stranding of fish on the floodplain (Young, 
2001). Although the rate of change of depth is more relevant than flow, this 
information depends on the specific channel cross-section at each location.  

Absolute rates of change of daily flow are shown on Figure 30. As a general index of 
fluctuation, I selected the median.  
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Figure 30: Cumulative distr ibution of the absolute daily rate of change for  sites 419010 (solid) 
and 419051 (dashed), water  years 1973-2003. 

 
Figure 31: Cumulative distr ibution of daily rates of r ise above a threshold rate (delta) for  sites 
419010 (solid) and 419051 (dashed), water  years 1973-2003. 
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Figure 32: Cumulative distr ibution of daily rates of fall above a threshold rate (delta) for  sites 
419010 (solid) and 419051 (dashed), water  years 1973-2003. 

In order to examine rates of rise and fall, a threshold rate of change was used (delta, 
as described above in the context of peaks). Only daily differences exceeding this 
value were included, as shown on Figure 31 and Figure 32. To draw out the 
differences between rises and falls, I selected the ratio of median rate of rise (above 
delta) to median rate of fall (above delta). Young (1999) suggested taking the median 
rates of rise and fall, but did not mention any threshold rate. He also noted the 
possibility of calculating the number of days exceeding a certain rate of change. 
Richter et al (1996) used the mean rates of rise and fall, again not including a 
threshold rate. 

McMahon and Finlayson (2003) computed the baseflow recession coefficient, K: 

t
t KQQ 0=  

where Qt is the flow on day t; and t is the number of days since the surface runoff 
from an event ceased, at t = 0. 

However, identifying baseflow recession curves from a hydrograph in this way is 
usually done manually, making it unsuitable for broad-scale application. Exponential 
decay components can, however, be fitted to streamflow data when calibrating 
rainfall-runoff models (Jakeman and Hornberger, 1993; Croke, in press). 

Durations of the rising and falling limbs of an event hydrograph may be significant 
for biological processes. These have been identified as essential features of a flood 
pulse (Bayley, 1995). 

As with daily rates of change, a threshold (delta) was used to define rises and falls. In 
the calculation of durations of sustained rise or fall, another parameter was used: spell 
tolerance, the number of consecutive days that a rise or fall could be broken while still 
being considered a single event. This parameter was taken to be 1 day. 
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Figure 33: Cumulative distr ibution of the durations of r ises above a threshold rate (delta) and 
broken by limited intervals (spell_tolerance). Sites shown are 419010 (solid) and 419051 (dashed), 
water years 1973-2003. 

 
Figure 34: Cumulative distr ibution of the durations of falls above a threshold rate (delta) and 
broken by limited intervals (spell_tolerance). Sites shown are 419010 (solid) and 419051 (dashed), 
water years 1973-2003. 

Durations of all rises and falls are shown on Figure 33 and Figure 34. I selected the 
25% and 75% quantiles as representative durations. These were preferred to a 
measure of variability, because the actual durations of rises and falls may be 
important for different species.  

Puckridge et al (1998) considered the duration of all rising and falling limbs at a 
monthly scale. They also considered the limbs'  amplitude (total rise or fall) and 
average rate of rise or fall. The variability of each of these measures was assessed. 

4.3.4 High spells and low spells 

There are many important flow thresholds in river systems, such as those of bed 
exposure, bar-top and bank-top (Church, 2002). In this case, information about such 
thresholds is not available. Instead, the long-term lowest quartile and highest quartile 
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of flow were assumed to be relevant; the occurrences of flow in these ranges are 
referred to as high and low spells. This follows the default thresholds given by Richter 
et al (1996). Here, high and low spells are analysed with respect to frequency and 
duration.  

Clausen and Biggs (1997) assessed spells above 1, 3, 5, 7 and 9 times the median. 
From these they calculated average frequency, average duration, average surplus 
volume, proportion of days exceeding the threshold, and average peak over the 
threshold. Some of these ideas are addressed in the following section (extreme flow 
conditions). King et al (2003) found the average number of events per year in each of 
four magnitude classes: 

·  1/2 to equal the 2-year return level; 

·  1/4 to 1/2 the 2-year return level; 

·  1/8 to 1/4 the 2-year return level; 

·  1/16 to 1/8 the 2-year return level. 

 
Figure 35: Cumulative distr ibution of the number  of high spells each water  year  for  sites 419010 
(solid) and 419051 (dashed), water years 1973-2003. See text for  details of calculation. 
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Figure 36: Cumulative distr ibution of the number  of low spells each water  year  for  sites 419010 
(solid) and 419051 (dashed), water years 1973-2003. See text for  details of calculation. 

As with durations of rises and falls (above), the same spell tolerance parameter 
allowed breaks of a number of consecutive days within one spell. In addition, spells 
shorter than a specified minimum duration were omitted, here specified as 2 days. 

The annual numbers of high and low spells are shown on Figure 35 and Figure 36. 
The distributions appear to be roughly uniform and to differ only by scale between 
sites. So, they could be captured reasonably by the median and some measure of 
variability over years. I selected S80, since a wide range of frequencies occur. Richter 
et al (1996) also considered the number of high and low spells per year, in the same 
sense as here.  

Durations of high and low spells are shown on Figure 37 and Figure 38. It can be seen 
from the plots that spell durations span a very wide range. Nathan and McMahon 
(1990) suggested that annual maximum spell durations have a log-normal distribution, 
but this is not the case in the lower tail when considering all spells. Short spells may 
include many minor fluctuations about the threshold, but this is still relevant to the 
probable duration of high and low pulses given that the threshold has been reached. 
Accordingly, I selected the median. Richter et al (1996) instead considered the mean 
duration of high and low spells. 

Also of interest is a measure independent of the frequency of spells: I selected the 
duration with an average return period of one year. This `return duration'  can be 
calculated from sample quantiles as follows: 

)1quantile()(duration
S
N

py y-=  

where y is the Average Return Period (ARP) of interest, in years; 

 py is the corresponding probability of exceedence per year: the inverse of y; 

N is the number of years of record; 

S is the total number of spells in the record. 
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McMahon and Finlayson (2003) note that a more sophisticated method is required in 
order to accurately estimate the return period of long duration events. This may be a 
significant issue here, but was not investigated for lack of time. 

 
Figure 37: Cumulative distr ibution of the durations of high spells for  sites 419010 (solid) and 
419051 (dashed), water  years 1973-2003. See text for  details of calculation. 

 
Figure 38: Cumulative distr ibution of the durations of low spells for  sites 419010 (solid) and 
419051 (dashed), water  years 1973-2003. See text for  details of calculation. 

Young (1999) suggested calculating these `return duration'  droughts. According to 
Lake (2003), supra-seasonal drought (beyond a single dry season) acts as a ªramp 
disturbanceº: impact on biota increases with its duration. However, if long low-flow 
spells occur naturally, the biota has presumably been selected to survive them. This 
may be an example of environmental conditions acting as a filter on regional species 
pools (Wiens, 2002).  

Much of the discussion of high and low spell durations also applies to inter-spell 
durations. If ecological processes rely on the occurrence of high and low flows, these 
processes may be stressed when spells are absent for extended periods.  
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The distributions of durations between high spells, and the durations between low 
spells, are shown on Figure 39 and Figure 40. I selected the duration that occurs with 
an average return period of 5 years, with respect to both high and low spells. 

 
Figure 39: Cumulative distr ibution of the durations between high spells for  sites 419010 (solid) 
and 419051 (dashed), water  years 1973-2003. See text for  details of calculation. 

 
Figure 40: Cumulative distr ibution of the durations between low spells for  sites 419010 (solid) 
and 419051 (dashed), water  years 1973-2003. See text for  details of calculation. 

 

4.3.5 Extreme flow conditions 

Floods and droughts are known to be over-riding controls on aquatic ecosystems (e.g. 
Young, 2001).  

The maximum flow each year is known to follow a very different distribution to that 
of all daily flows. Whereas daily flow is consistently log-normal, annual maxima can 
be approximated by a Generalised Extreme Value distribution, usually with a heavy 
tail (Katz et al, 2002).  
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The magnitude of annual maxima may then contain sufficient information, beyond 
that already captured in moderate daily magnitudes, to warrant inclusion. I selected 
the median annual maximum flow, corresponding to an average recurrence interval of 
2 years (on the annual series).  

It should be noted here that the data used are mean daily flow, but in the case of peaks 
this underestimates the instantaneous peak flow rate. This underestimation is 
increasingly severe for smaller catchments (since their peaks are more flashy). 
Instantaneous flow data are available for the most recent few decades at most sites, 
and so could be used. Some authors (e.g. Poff, 1996) have determined correction 
factors to convert daily mean peaks to instantaneous peaks, so that the entire historical 
record can be used. In this thesis, I chose to avoid introducing other data sets. 

King et al (2003) selected the floods with 2, 5, 10 and 20 year return periods as being 
ecologically important. Fritz and Dodds (2005) selected the 1.67-year return level 
(from all events, not just annual maxima) as an important flood level. This return 
period is widely used in the hydroecological and geomorphological literature as an 
estimate of bank-full flow. Leopold et al (1964) derived this value (a 1-2 year return 
period) from empirical studies. It is supposed that river channels are shaped by these 
flood events, which are therefore called the ªchannel-forming dischargeº (Brizga, 
1998). 

In addition, I selected a measure of variability: Rlog,80, the number of orders of 
magnitude spanned by annual peak flow over 80% of years. Hughes and James (1989) 
took the CV of log-transformed annual maxima. 

 
Figure 41: Cumulative distr ibution of annual maximum 1-day flow for  sites 419010 (solid) and 
419051 (dashed), water  years 1973-2003. 

The biological response to a flood pulse depends on other factors apart from its peak 
flow, most obviously its duration and volume. Some idea of the shape of the pulse can 
be gained by comparing the maximum 1-day flow to the maximum flow of a longer 
duration. Richter et al (1996) calculated annual maxima of duration 1, 3, 7, 30 and 90 
days.  
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Annual maximum 3-day flow each year was calculated as a proportion of the 
maximum 1-day flow. The distributions of these values are shown on Figure 42. I 
selected the median as a summary statistic. 
 

 
Figure 42: Cumulative distr ibution of annual maximum 3-day flow as a propor tion of the 
cor responding 1-day flow for  sites 419010 (solid) and 419051 (dashed), water  years 1973-2003. 

The same comments apply to the annual maximum 7-day flow: distributions are 
shown on Figure 43. Again, I selected the median as a summary statistic. 

 
Figure 43: Cumulative distr ibution of annual maximum 7-day flow as a propor tion of the 
cor responding 1-day flow for  sites 419010 (solid) and 419051 (dashed), water  years 1973-2003. 

Minimum flow is a useful indicator of Lake' s (2003) seasonal drought ªpress 
disturbance.º Annual minimum flows are shown on Figure 44. I selected the median 
annual minimum 1-day flow. A lower flow occurs on average once every 2 years on 
the annual series.  

A Weibull distribution (Extreme Value type III) is often fitted to annual minimum 
flows of a specified duration (Gordon et al, 2004). This allows, for example, 
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estimation of the probable minimum flow: the asymptotic limit of the fitted 
distribution. 

Richter et al (1996) calculated annual minima of duration 1, 3, 7, 30 and 90 days. The 
7-day low flow with a 10-year return period is sometimes used as a reference value, 
but there is generally little difference between 7-day and 1-day minima (Smakhtin, 
2001). The mean annual minimum is also quite widely used (e.g. Clausen and Biggs, 
1997).  

 
Figure 44: Cumulative distr ibution of annual minimum 1-day flow for  sites 419010 (solid) and 
419051 (dashed), water  years 1973-2003. 

Zero flow (also known as cessation of flow) is a major disturbance in riverine 
systems, and is known to have profound effects on in-stream biota (e.g. Lake, 2003). 

The proportion of zero-flow days in each water year is shown on Figure 45. It can be 
seen that both sites experience zero flow days in only a small proportion of years. 
However, the annual probability of zero flow is already captured in the distribution of 
annual minima. I selected the overall proportion of days with zero flow, which is the 
mean value from the figure. This statistic is widely used, notably by Poff and Ward 
(1989). Puckridge et al (1998) found the proportion of months with zero flow, since 
they were working with monthly data. 

Fritz and Dodds (2005) considered the average number of zero flow periods per year, 
as well as the average duration of zero flow periods. In these calculations, ephemeral 
flow events lasting fewer than 10 days were ignored (equivalent to the spell tolerance 
parameter defined above). 
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Figure 45: Cumulative distr ibution of the propor tion of zero-flow days each water  year  for  sites 
419010 (solid) and 419051 (dashed), water  years 1973-2003. 

Hydrological processes giving rise to streamflow can be viewed as a simple system as 
follows. Rain falls in the catchment, where a proportion is lost as evaporation or 
transpiration from plants. The remainder is `effective rainfall' : that which eventually 
reaches the steam flow gauge (typically a small proportion in Australia). Water runs 
through a variety of surface, soil and groundwater pathways, each with different 
transmissivities and interactions. However, at a catchment scale there are typically 
two identifiable components in streamflow: flood flow and base flow, which are 
roughly equivalent to quick flow and slow flow (Jakeman and Hornberger, 1993). As 
well as having a contrasting flow pattern, discharge from groundwater may have 
different temperature and chemical properties to near-surface flow. 

Baseflow separation of a time series is possible, and several algorithms have been 
used to estimate it. One of the simplest is the `minimum filter'  (Croke et al, 2002). 
This takes the minimum over a `window'  centred at each time step (by default, a 5-
day window), thus removing sharp peaks. This is followed by a moving-average filter 
of the same width, to produce a smoothed time series of the estimated baseflow 
component. An example of this applied to two years of data is shown in Figure 46. 
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Figure 46: Flow time ser ies with baseflow component separated by the minimum filter  (using a 
window of 5 days). The component attr ibutable to baseflow is shown as a thick line. The per iod 
shown covers water  years 2000-2001 at site 419051. 

The proportion of flow each year attributable to baseflow is shown in Figure 47. 
Although the long-term central tendency of the two sites is very similar, their degree 
of variation is not. 419010 has a baseflow proportion between about 40% and 60%, 
whereas in 419051 it varies uniformly between 10% and 90%. This demonstrates the 
importance of examining distributions rather than blindly calculating statistics.  

As summary statistics, I selected the mean and standard deviation of annual baseflow 
proportions. 

 
Figure 47: Cumulative distr ibution of the propor tion of total flow made up of baseflow each 
water year  for  sites 419010 (solid) and 419051 (dashed), water years 1973-2003. See text for  
details of calculation. 

Clausen and Biggs (1997) applied baseflow separation using a similar method to the 
minimum filter: baseflow was found by linear interpolation between sequential block 
minima (5-day blocks). The usual statistic derived from this is a `base-flow index'  
(BFI): base-flow volume divided by total flow volume, as I selected above. Instead, 
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Clausen and Biggs (1997) defined a `flood-flow index' , being the volume of flood-
flow divided by volume of base-flow. 

Poff (1996) defined a `base-flow index'  for each year as the ratio of the minimum 
daily flow to the mean daily flow. This reaches a maximum of unity if flow is 
constant, and a minimum of zero if daily flow ceases. The average of this ratio was 
taken over all years of record. Fritz and Dodds (2005) defined a `base-flow index'  as 
the mean annual minimum (MAM), divided by the overall mean. This is similar to a 
measure used by Clausen and Biggs (1997) ± MAM divided by the overall median ± 
but they did not specifically consider it an index of baseflow. 

King et al (2003) proposed a method based on splitting all days into either low flow 
days or flood event days. The division could be based on the rate of change of flow, 
or a specified threshold flow. Low flow days are then grouped into seasons (typically 
a wet and dry season), and the distribution of flows within each is examined. This 
approach seems more attractive than the many variations on baseflow indices, because 
it is directly interpretable and does not lump different seasons together. 

4.3.6 Summary of flow statistics 

In this chapter, 39 flow statistics were selected for further analysis. Here they are 
summarised and given code names. These code names will be referred to in later 
chapters. 

Table 6: Summary of selected statistics relating to magnitude. 

MEDIAN median daily flow (ML/day) 
HI_DEC 10 percentile exceedence daily flow (ML/day) 
LO_DEC 90 percentile exceedence daily flow (ML/day) 
DAY_V variability of daily flow (S50) 
DAY_VX variability of daily flow (Rlog,80) 
MONTH_V variability of monthly flow (Rlog,80) 
YEAR_V variability of annual flow (Rlog,50) 
FIVEY_V variability of 5-year mean flow (S80) 
PEAK ratio of median peak flow to the median of all flows 
PEAK_N mean annual number of peaks 
 
Table 7: Summary of selected statistics relating to seasonality. 

S_AMP seasonal amplitude by month (ratio of maximum to minimum 
of each month' s median over years) 

CAL_UNPRED unpredictability by month (mean of each calendar month' s 
variability (S80) over years) 

CAL_MAXPRED minimum unpredictability by month (minimum variability 
(S80) over years of all calendar months) 

HI_CONC seasonal concentration of high flow days (max proportion of 
days above or equal 10%ile daily flow in a 90-day seasonal 
window) ± scaled to unit mean 

LO_CONC seasonal concentration of low flow days (max proportion of 
days below or equal 90%ile daily flow in a 90-day seasonal 
window) ± scaled to unit mean 
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Table 8: Summary of selected statistics relating to rates of change. 

CHANGE median absolute rate of change of daily flow (ML/day/day) 
UH_SKEW ratio of median rate of rise to median rate of fall 
RISE_DFAST 25 percentile duration of all rising limbs (days) 
RISE_DSLOW 75 percentile duration of all rising limbs (days) 
FALL_DFAST 25 percentile duration of all falling limbs (days) 
FALL_DSLOW 75 percentile duration of all falling limbs (days) 
 
Table 9: Summary of selected statistics relating to high spells and low spells. Note: the threshold 
for  high spells is the flow exceeded on 25% of days; the threshold for  low spells is the flow 
exceeded on 75% of days. 

HI_N median annual number of high spells 
HI_N_V variability of annual number of high spells (S80) 
HI_DUR median duration of high spells (days) 
HI_XDUR high spell duration with a 1-year average return period (days) 
LO_N median annual number of low spells 
LO_N_V variability of annual number of high spells (S80) 
LO_DUR median duration of low spells (days) 
LO_XDUR low spell duration with a 1-year average return period (days) 
NOHI_XDUR duration between high spells with a 5-year average return 

period (days) 
NOLO_XDUR duration between low spells with a 5-year average return 

period (days) 
 
Table 10: Summary of selected statistics relating to extreme flow conditions. 

AMAX median annual maximum daily flow (ML/day) 
AMAX_V variability of annual maximum daily flow (Rlog,80) 
AMAX3 median annual ratio of maximum 3-day mean flow to 

maximum 1-day mean flow 
AMAX7 median annual ratio of maximum 7-day mean flow to 

maximum 1-day mean flow 
AMIN median annual minimum daily flow (ML/day) 
ZERO proportion of days with zero flow 
BFI base flow index (overall proportion of baseflow, using 

minimum filter with 5-day window) 
BFI_V standard deviation of base flow index over years 
 

The statistics selected in sections 4.3.1, 4.3.2, 4.3.3, 4.3.4 and 4.3.5 are listed in 
Tables 6, 7, 8, 9 and 10, respectively. They are listed along with their definitions. 
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4.4 Conclusions 

This chapter has examined the flow regime and key flow variables from example 
rivers in the study region. Many different facets of the flow regime were displayed 
visually, revealing contrasts and similarities between features of the two rivers. The 
distributions reveal 

·  the differences between sites, whether in central tendency, variability or 
specific quantiles; 

·  which measures are likely to be affected by skewness, and the appropriate 
transformations to reduce this; 

·  the sensitivity of statistics to changes in specified quantiles, including the 
robustness of relative values between sites. 

The approaches taken in quantifying flow features were reviewed. There is clearly a 
great diversity of approaches, each of which represent hypotheses about the relevance 
of flow features to riverine ecosystems. There is essentially no limit to the number of 
flow statistics that could be defined (e.g. Growns and Marsh, 2000), but comparative 
and scientific studies should aid in the selection of robust, meaningful measures. 

I have selected a set of flow statistics that are arguably relevant in some way to 
riverine ecosystems, and that reveal variation between example rivers in the study 
region. However, these cannot yet be applied more broadly. The basis for comparison 
of sites requires clarification (since sites have different lengths and periods of 
available data). Also, the sensitivity of measures to minor changes in the dataset, or to 
minor changes in assumptions, should be tested. Finally, the `redundancy'  or 
correlation of measures should be investigated. These assessments are made in the 
following chapters. 
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Chapter 5: Space/time data considerations 

This chapter investigates the basis for comparing flow statistics across sites. Naïvely, 
one might simply calculate statistics at each site from whatever data was available. 
However, each site has a different length and period of record, the effect of which 
confounds the comparison of sites.  

In order to estimate data requirements and stationarity, the next section presents an 
investigation of the empirical stabilisation of flow statistics with an increasing length 
of record. While each statistic behaves quite differently, I conclude that in general it 
cannot be assumed that they are stationary: i.e. it must be assumed that flow statistics 
are specific to the time period from which they were calculated. Accordingly, the data 
set appropriate for comparative assessment of rivers is based on a common period.  

In selecting a common period, there is a trade-off between the strictness of criteria for 
data quantity and data quality, and the number of sites that match these criteria ± a 
trade-off between temporal and spatial coverage. This issue is explored and 
consequently a data set is specified, appropriate for comparisons within the study 
region. 

The variation of each flow statistic over the data set is examined and compared. The 
nature of these distributions has implications for the comparison of sites. 

5.1 Record length and stationarity 

In calculating statistics from time series, an important consideration is having an 
adequate record length. Intuitively, if rivers have characteristic flow features, statistics 
calculated from a sufficiently long record should approximate the `true'  value. That is, 
statistics calculated from an increasing period of record should converge to those of 
the underlying distribution. This property is called statistical consistency. 

Implicit in this idea is the assumption that flow features do not change over time. That 
is, that ªthe generating mechanism of the series, albeit of a probabilistic kind, remains 
constant through timeº (Kendall, 1973, p. 69). This property is called stationarity. For 
a stationary series ut, any consecutive set of values ut+1 … ut+k has the same 
distribution for any value of t and any value of k (Kendall, 1973). Of course, a series 
may be stationary with respect to some flow features but not others. 

A typical assumption in practice is that at least 20 years of data should be used to 
obtain stable estimates of flow statistics (e.g. Richter et al, 1996), but this number 
varies from 10 years (Cardinale et al, 2005), or fewer, up to 36 years (Olden and Poff, 
2003). Indeed one would expect that the record length would be catchment-
dependent, deriving from the nature of precipitation and catchment response 
characteristics. In the case of estimating tails of a distribution (as in flood magnitude 
of a given return period), arbitrarily long records are required, depending on the 
frequency (or infrequency) of the given event (Haan et al, 1994). 

If a required length of data can be identified for reliably estimating the set of flow 
statistics, this will determine the set of sites that can be used.  
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Each statistic was calculated over an increasing record. The evolution of these was 
examined visually, consistent with the essential role of visualisation in data analysis 
as noted above. In this case, only one record was examined: site 419010, ªMacdonald 
at Woolbrookº, introduced in section 4.1. Its full record was used, an exceptionally 
long one covering the 73 water years 1930 to 2002. Each statistic was calculated with 
an increasing record length, starting at 1930.  

A selection of the resulting plots is shown in this section, organised into the five 
categories defined in Chapter 4. The range of each plot is set to an interval of 20% 
above and below the statistic' s final value (calculated from the entire 73-year period). 
Additionally, dotted lines show an interval of 10% above and below the final value. 
Thus, while the value remains within the plot range, it is stable to within 20% of its 
long-term value, and analogously with the stricter bounds for stability within 10%.  
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Figure 48: Evolution of some measures of flow var iability. Each statistic was calculated from an 
increasing per iod of record (number  of years shown on hor izontal axis) star ting from water year  
1930, at site 419010. Statistics are defined in Section 4.3.6.  

Several of the selected measures of flow variability are shown on Figure 48. There are 
striking differences between them: DAY_V (spread of the inter-quartile range of daily 
flow) stabilised after about 30 years, while DAY_VX (log spread of the central 80 
quantiles of daily flow) seems unbiased with short records, remaining within the 10% 
bounds. This might be expected since daily flow is skewed unless log-transformed. 
YEAR_V (log spread of the inter-quartile range of annual flow) took at least 20 years 
to stabilise, although it occasionally exceeded the 10% bounds after this. FIVEY_V 
(spread of the central 80 quantiles of 5-year mean flow) took at least 30 years to 
approximate the long-term value, as might be expected since it is designed to capture 
long-term features. The annual and multi-annual statistics continued to fluctuate even 
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when almost the entire record is used, which suggests that they may describe a non-
stationary process. 

Some other statistics from the magnitude category (of chapter 4) are shown in Figure 
49. MEDIAN (of daily flow) fluctuated substantially in the first 30 years, and 
remained slightly biased. PEAK (median peak relative magnitude) and PEAK_N 
(mean annual number of peaks) appear to be linked: this is because an increase in the 
number of minor peaks leads to a decrease in median peak magnitude. Both measures 
apparently changed monotonically over the record, giving strong evidence of non-
stationarity. 
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Figure 49: Evolution of some statistics related to flow magnitude and peaks. Each statistic was 
calculated from an increasing per iod of record (number  of years shown on hor izontal axis) 
star ting from water  year  1930, at site 419010. Statistics are defined in Section 4.3.6. 

Several of the statistics from the seasonality category are shown in Figure 50. It 
appears that seasonality changes over the record, because S_AMP (ratio of the range 
of monthly medians) did not come within 20% of its final value until calculated from 
more than 50 years of data. CAL_UNPRED (average inter-annual variability of 
calendar months) was reasonably stable after 20 years, but was not a good 
approximation prior to that. CAL_MAXPRED (the lowest inter-annual variability of 
all calendar months) continued to fluctuate over the record, while HI_CONC 
(seasonal concentration of high flow days) was reasonably stable after about 10 years. 
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Figure 50: Evolution of some statistics related to the seasonal pattern of flow. Each statistic was 
calculated from an increasing per iod of record (number  of years shown on hor izontal axis) 
star ting from water  year  1930, at site 419010. Statistics are defined in Section 4.3.6. 
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Figure 51: Evolution of some statistics related to rates of change of flow. Each statistic was 
calculated from an increasing per iod of record (number  of years shown on hor izontal axis) 
star ting from water  year  1930, at site 419010. Statistics are defined in Section 4.3.6. 

Figure 51 shows three flow statistics relating to rates of change. CHANGE (median 
absolute rate of change) took 40 years to stabilise, as did UH_SKEW (ratio of rise to 
fall rates). Both of these are presumably related to the pattern of increasing numbers 
of peaks observed above. FALL_DSLOW (long quartile duration of fall) fluctuates 
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between 6 and 7 days after about 20 years of record. The other three statistics in this 
category (not shown) were constant after only 5 years. 

A selection of statistics from the category of high and low spells is shown in Figure 
52. Many statistics in this category fluctuated over almost the entire period. Those 
relating to all spell durations (e.g. LO_DUR) and frequency each year (e.g. HI_N_V) 
seemed more volatile than long return-period durations (e.g. LO_XDUR and 
NOHI_XDUR). 
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Figure 52: Evolution of some statistics related to high spells and low spells. Each statistic was 
calculated from an increasing per iod of record (number  of years shown on hor izontal axis) 
star ting from water  year  1930, at site 419010. Statistics are defined in Section 4.3.6. 

Some statistics from the category of extreme flow conditions are shown in Figure 53. 
AMAX_V (the variability of annual maxima) stabilised after about 30 years in this 
case. AMIN (median annual minimum) changed substantially over the record, and 
only come within 10% of the final value after 50 years. In contrast, BFI (base flow 
proportion) was fairly stable from the start. 
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Figure 53: Evolution of some statistics related to extreme flow conditions. Each statistic was 
calculated from an increasing per iod of record (number  of years shown on hor izontal axis) 
star ting from water  year  1930, at site 419010. Statistics are defined in Section 4.3.6. 

There are some potential problems with the use of long records such as this one. The 
early data was probably measured somewhat differently, and at a different degree of 
accuracy, to the more recent data. For instance, the observed increase in median rate 
of change might be related to data quality. There may also have been changes to the 
gauged site over this period, such as the accumulation or scouring of sediment, which 
can alter the depth-discharge relationship (Gordon et al, 2004; see section 1.1). 
Another possibility is the effect of changes to the catchment or river channel. For 
instance, such changes might have caused the observed decrease in annual minimum 
flows. 

In summary, the statistics showed quite different patterns of `evolution'  with an 
increasing period of record. There were strong suggestions that some flow features are 
non-stationary. However, drawing general conclusions from an assessment of one 
period, at one site, is not justifiable. In the next section a more general assessment is 
made. 

5.2 Comparison of stability across sites 

For a more systematic analysis, five sites were selected. The criteria were firstly 
having a relatively long record, and secondly representing a contrasting set of 
catchments. The chosen sites are listed in Table 11. They cover a wide range of 
catchment areas and geographical positions in the basin. 

Table 11: Sites chosen to assess the stabilisation of flow statistics with increasing length of record. 

Site Site name Catchment area Per iod assessed 
419004 Peel at Bowling Alley Point 310 km2 50 years from 1920 
418025 Hall' s Creek at Bingara 156 km2 37 years to 2002 
418015 Horton at Rider (Killara) 1970 km2 46 years to 2002 
419051 Maules Creek at Avoca East 667 km2 31 years to 2002 
419010 Macdonald at Woolbrook 844 km2 73 years to 2002 
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The same running calculations as in Section 5.1 were performed for each site. For 
each statistic, the number of years before it thereafter remained within 10% of its final 
value was recorded. Note this is quite a strict condition, as any fluctuation outside the 
bound is counted. In addition, the same procedure was run in reverse: successively 
extending the record earlier from its end point (e.g. 2002). It was hoped that this 
would avoid the influence of sharp changes near one end of the record. 
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Figure 54: The number  of years taken for  statistics to stabilise to within 10% of their  final value. 
On each row of the diagram, dashed lines mark the number  of years for  which at least some 
statistics stabilised, limited by the length of record at the cor responding site. Boxes represent the 
inter -quar tile range of stabilisation times that were found. The central line represents the median 
stabilisation time from all statistics.  

Figure 54 shows the distribution of stabilisation times (over the set of 39 statistics) at 
each site. Dashed lines mark the number of years for which at least some statistics 
stabilised, which almost identically corresponds to the number of years of record. 
Note that in all cases, some statistics stabilised after 1 or 2 years, while some 
remained unstable even up to the final year of record.  

Overall, about one quarter of the statistics stabilised in 20-25 years. Site 419010 is a 
relatively large and wet catchment in a regional context, and so it should be expected 
to have relatively stable flow features. However, only half of the statistics had 
stabilised after 45 years of record. 

There does not appear to be a simple data requirement for the set of statistics, or if so 
it is longer than the vast majority of available records. This shows that for most 
statistics considered here, and for most sites, the long-term flow regime cannot be 
estimated to within 10%. Thus, the comparison of sites based on statistics calculated 
from different periods is problematic. 

The evolution of flow statistics explored in Section 5.1 suggests that many aspects of 
flow records are non-stationary. Indeed, it is well known that the assumption of 
stationarity is inappropriate, since the climatic drivers of flow have been shown to 
vary over many time scales. Chiew and Siriwardena (2005) have described El Niño 
Southern Oscillation cycles in the study region, with periods lasting several years. 
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Riley (1988) found ªsecularº changes over decades in the study region: notably, the 
period 1900-1946 was on average wetter than the preceding and succeeding periods.  

However, climatic drivers have a large region of influence, with the spatial scale 
increasing for low-frequency phenomena (e.g. Micevski et al, 2005). So, long-term 
changes should affect all sites in a similar way. Indeed, flow records within the region 
are generally quite highly correlated at monthly and annual scales. Therefore, to 
distinguish between sites based on intrinsic response characteristics, a common period 
can be used. This approach is quite often taken in hydroecological assessment (e.g. 
Clausen and Biggs, 2000; Cardinale et al, 2005). 

5.3 An adaptive method for selection of the dataset 

Recall that sites in the study region have a wide range of lengths and periods of 
record, as shown on Figure 8. So, selecting a common period is not straightforward.  

An exploratory analysis was undertaken as follows. Criteria were defined for the 
length of a common period and the number of data years (non-missing years) that 
must be available within it for a site to be included. These criteria were then 
automatically matched against the available data records to identify the period for 
which the most sites are available. This was repeated with various different criteria. 

There is a basic trade-off that must be made between the criteria giving long, good-
quality time series, and the corresponding number of sites that match the criteria. This 
is a trade-off between temporal and spatial coverage. The main issue of data `quality'  
in this case is the number of missing years allowed. As in Figure 8, I defined a year as 
missing if more than 10% of its daily values were missing. 

As a subjective compromise, I selected a set of sites with at least 15 data years in a 
common 20-year period. For the period covering water years 1967-1986 (inclusive), 
24 sites in the region matched these criteria. Of the matching sites, 15 were in the 
Gwydir basin and 9 in the Namoi. The sites and their available data years in the 
common period are shown on Figure 55. Note that only one site had 15 data years 
(419051) and one other (418015) had 16; all the rest had at least 17 data years. 
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Figure 55: Available data years in the common 20-year  per iod cover ing water  years 1967-1986 
(inclusive). Only those sites selected as having sufficient available data are shown. 

As noted in Chapter 4, the flow statistics are intended to distinguish between sites in 
the region. Accordingly, variation of each statistic over the 24 sites was examined. 
Variation was expressed as a five-number summary (range, quartiles and median), 
divided by the median in order to compare across flow statistics. In other words, the 
medians of each statistic were standardised, and their relative spreads from the 
median were compared: see Figure 56.  

It appears (see Figure 56) that many features have a large spread across sites, and in 
particular are highly skewed, indicating that a few sites have extreme values. These 
include statistics representing flow magnitude and rates of change (such as MEDIAN, 
PEAK, AMAX and CHANGE), which are known to vary greatly with catchment size. 
Other skewed distributions are of monthly seasonality measures (S_AMP, 
CAL_UNPRED and CAL_MAXPRED). Given their definitions (Section 4.3.6), these 
may be affected by very low seasonal flows at some sites.  

Generally, the statistics related to spells have a moderate range of variation over the 
region, as do measures of flow variability apart from the daily untransformed spread 
(DAY_V). 

A few of the flow statistics show remarkably small variation over the region (e.g. 
HI_CONC, NOHI_XDUR). While not conclusive, this suggests that these features 
may not be useful when comparing sites within the region. In addition, there are 
several irregularly-shaped distributions in the category of rates of change. These 
indicate that the flow statistics take on only a small number of discrete values over all 
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sites (e.g. either 1 or 2 days in the case of RISE_DFAST). Clearly the potential to 
discriminate sites based on these measures is limited. 
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Figure 56: Var iation of each flow statistic over  the 24 selected sites. Each measure has been 
divided by its median, so spread is shown relative to the median. Each distr ibution over  sites is a 
boxplot (box covers the inter -quar tile range, and whiskers cover  the full range). Statistics are 
defined in Section 4.3.6, organised into categor ies as they are grouped on the plot. 

The data set consists of 24 sites, each with (at most) 20 years of daily data. This 
works out to about 175,000 data points. Calculating the set of 39 statistics from the 
data set (such as to produce Figure 56) is not trivial. In its current implementation, the 
computation took approximately 96 seconds on a Pentium M 1700MHz with 1GB of 
memory. The category taking most time was the extremes, notably the multi-day 
extremes and baseflow index. The relevant code is given in Appendix 1. 
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5.4 Conclusions 

This chapter did not find a simple data requirement for obtaining stable estimates of 
the selected set of statistics. If there is such a requirement, it is longer than the vast 
majority of available streamflow records. So, the assumption of stationarity was 
rejected, and instead statistics were calculated from a common period, while 
accepting that the values are not necessarily representative of the long term flow 
regime. Within this region, sites are expected to be influenced similarly by climate 
cycles, so comparison within a common period should reveal intrinsic differences 
between rivers. 

It is useful to assess and compare the range of each statistic across sites. This reveals 
that some are skewed (may require transformation for robust comparison); some have 
only a small range over sites (may not reveal differences within the region); and some 
take on only a few discrete values (have limited usefulness). The nature of these 
distributions should be considered when using them to compare sites. 

Specifying the data set involves a trade-off between spatial and temporal coverage, 
since sites have different periods of record, and of differing quality. An adaptive 
method was developed to select a set of sites and a common period of record. For a 
specified record length and tolerance of missing values, the period was found for 
which a maximum number of sites were available. 

In this chapter one such data set was chosen. Its usefulness will be assessed in the 
next chapter. 
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Chapter 6: Assessing the sensitivity of flow statistics 

Previous chapters have arrived at a set of flow statistics of potential ecological 
relevance (Chapter 4) and a flow dataset suitable for comparing sites (Chapter 5). 
Before going ahead and comparing sites on the basis of these flow statistics, there is 
another important step, but one that is rarely taken. That step is to test whether 
conclusions about the pattern of sites, according to a flow statistic, are robust to minor 
changes in assumptions. Otherwise, such comparisons are probably meaningless. 

Accordingly, this chapter addresses the crucial question of whether flow statistics 
reveal robust, intrinsic differences between rivers. The influence of individual years 
of record on the conclusions is assessed. Additionally, the influence of specific 
parameter settings (through small changes) is assessed. These analyses are applied to 
the data set defined in Chapter 5, with the aim of identifying a subset of suitable 
measures for comparing sites within the region. 

Sensitivity Assessment (Saltelli et al, 2000) is used to gain an understanding of how a 
model (in this case, flow statistic) responds to various factors in its definition. In 
assessing sensitivity, any parameter can be perturbed, and the resulting effect 
observed. More generally, any choice that has been made in defining the model, and 
that is considered to be uncertain, can be assessed.  

The normalised effect of a perturbation can be useful in comparing the effect of a 
single change on multiple outputs. It is defined as: 

y
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where y is some output variable in the base case, and y¶  is the change in y resulting 
from a given perturbation. 

Normalised sensitivity represents the responsiveness of a model to the parameter 
being perturbed. A value of 1 indicates that the output is directly proportional to the 
input (for the case tested), while a value of 0 indicates that the output is constant with 
respect to the input. It is defined as: 
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where y¶  is the change in some output y resulting from a given perturbation, and x¶  
is the perturbation applied to the input parameter x. 

While mathematical analysis of sensitivity can yield insight and useful results (e.g. 
Norton and Andrews, submitted), in this thesis there are a large number of models 
with diverse formulations, so a numerical approach is more feasible.  

In this study, the focus is on comparing flow statistics between sites: the aim is to 
consistently distinguish between rivers. The relevant output for assessing sensitivity 
should therefore represent the pattern of values across the region (i.e. relative rather 
than absolute values). This could be captured as the correlation between the values 
over sites in the base case, and their values in a perturbed case.  
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Rank correlation is more robust than classical Pearson correlation since it is not 
affected by extreme values. It can be calculated as Spearman' s rho (Borowski and 
Borwein, 1989): 
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where a and b are vectors (here, the values of some statistic over the set of sites, in the 
base case and perturbed case), and n is the number of values in each vector. The rank 
of each item is its index in the sorted vector. In this assessment, ties (equal values) are 
assigned an average rank. Note that Spearman' s rank correlation coefficient is 
essentially the Pearson correlation applied to the ordering of items in each set. 
Accordingly, it ranges from 1 (indicating equal orderings) to -1 (indicating reverse 
orderings). A value of 0 indicates apparently independent (unrelated) orderings. 

6.1 Jackknife assessment 

The exact sequence of years in the dataset can be considered a source of uncertainty. 
In selecting the period length and starting date, trade-offs were made (see Chapter 5). 
Perhaps if peripheral years had been included or excluded, the pattern of statistics 
over sites would have been different. Furthermore, the effect of missing years in the 
dataset is unknown. 

A jackknife procedure (Efron and Gong, 1983) was employed to assess the 
dependence of each statistic on single years of record. This is also known as the 
leverage of each year. For each year in sequence, a ªreplicateº time series was 
constructed by excluding that year from the original period of all sites. When a year 
was excluded, it was replaced for computational purposes by a ªmissing valueº, i.e. 
given the same status as if data had been unavailable. The same year was excluded 
from all sites simultaneously. Statistics were then calculated over all sites using the 
replicate time series. The result, for each statistic, was a matrix of its values by site 
and replicate. 

Several measures were computed for each statistic: 

·  the correlation (over sites) between each replicate and the base case. These 
were summarised by the mean, median and 95 percentile correlations over 
replicates. 

·  the rank correlation (over sites) between each replicate and the base case, as 
with correlation; 

·  the maximum normalised effect (over replicates), as a distribution over sites; 

·  the ratio of its variance over replicates to its variance over sites. 

The main results are displayed in Figure 57. Only rank correlations and normalised 
effects are shown. Other results added little to these. The replicates that differ most 
from the base case are highlighted, for each statistic:  

·  the 95 percentile rank correlation (which for 20 replicates is the second-most 
extreme effect); and 

·  the distribution over sites of maximum normalised effects. 



 71 

It is interesting to note that LO_DEC and S_AMP display a marked sensitivity of 
absolute values to the jackknife, but in both cases the rank correlation of sites shows 
little change. In other cases the opposite is true: NOHI_XDUR has a relatively mild 
normalized effect, but its ranking of sites is strongly sensitive to the jackknife.  
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Figure 57: Results from jackknife assessment. Each replicate had one year excluded, making 20 
replicates plus the base case. The left frame shows, for  each statistic, the rank cor relation 
between replicates and the base case: thick bars represent the median and thin bars the 95 
percentile rank cor relation over  replicates. The r ight frame shows, for  each statistic, the 
maximum normalised effect from all replicates. This distr ibution of these over  sites is expressed 
as a boxplot (range, quar tiles and median).  

As discussed above, for the purposes of robustly comparing sites, only their ranks 
need be consistent to minor perturbation. Accordingly, I imposed a criterion that if the 
95 percentile rank correlation (Spearman' s rho) between replicates fell below 0.75 
then the statistic was noted as very sensitive (for consideration later in this chapter). 
In the case of the jackknife this applied to FIVEY_V, HI_N_V, LO_N_V, 
NOHI_XDUR and NOLO_XDUR. 

Other statistics may be described as somewhat sensitive, which I define here as a 95 
percentile rank correlation below 0.825: in this case CAL_UNPRED, HI_CONC, 
LO_N, HI_XDUR and LO_XDUR. 

The jackknife approach can be extended to higher order perturbations: for example, 
the second-order jackknife involves deleting each possible combination of 2 years. 



 72 

This is significantly more demanding computationally, and its interpretation is less 
straightforward. An alternative that is often preferred is the bootstrap. 

6.2 Bootstrap assessment 

A bootstrap assessment (Efron and Gong, 1983) was also undertaken. The 20 years of 
record were randomly sampled (with replacement) and assembled into a new time 
series. Missing values were inserted between years to avoid, for instance, calculating 
a large rate of change at the discontinuity. The same random set of years was used for 
each replicate (across all sites), thereby maintaining a common period. With 100 
replicates, the computation took approximately 155 minutes.  

Results from the bootstrap (as with jackknife) were displayed as rank correlations 
between the base case and each replicate (i.e. testing whether the order of sites was 
maintained). Major effects were shown for HI_CONC, YEAR_V, AMAX_V and 
several of the spell statistics: all of these had 95 percentile rank correlations below 
0.5.  

On reflection, this was an unrealistic test. With a set of only 20 years, some random 
samples are likely to be dramatically different to the base case, and less variable (with 
repeated years). Obviously, years of record are not independent, so the resampling is 
also theoretically inappropriate. Finally, the spell statistics were probably distorted by 
the year-boundary discontinuity (spells would have been curtailed by cutting the time 
series into years). 

6.3 Parameter sensitivity assessment 

When selecting flow statistics in Chapter 4, fairly arbitrary decisions were made about 
their specific formulation. Some of these assumptions can be considered as 
parameters. This section assesses the effect of minor changes to them. 

Given the number of parameters involved, and the amount of computation required to 
calculate statistics from the dataset, a simple sensitivity assessment method was 
chosen: one-at-a-time perturbations. This involves perturbing each parameter 
separately, ignoring the effect of any interactions between them. Generally only a 
single 10% increase and 10% decrease were assessed, which also simplified the 
visualisation of results.  

The first set of perturbations related to the calculation of statistics from the 
distributions of key variables. Perturbations were positive and negative 10%. This is a 
subjective perturbation: I would like the order of sites to be robust within this range. 
In all cases the perturbation applied to one or more quantiles:  

·  in many cases it applied to the median (50%);  

·  for variability statistics it applied to the spread of quantiles from the median 
(e.g. 40% for S80);  

·  for HI/LO_CONC it was the high percentile (10%) or low percentile 
difference from 100 (also 10%); 

·  for rise and fall durations it applied to the 25% and 75% summary quantiles 
(fast and slow); 
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·  for extended spell durations (XDUR) it applied to the Average Return Period 
(i.e. 1 or 5 years). 

The same output measures were calculated as for the jackknife. In this case, rather 
than replicates, there are perturbed runs, either +10% or -10%. Also, rather than 
simply an effect, normalised sensitivity could be calculated.  
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Figure 58: Results from sensitivity assessment of the first set of parameters: quantile parameters 
(+/- 10%). The actual parameters per turbed for  each statistic are descr ibed in the text. The left 
frame shows, for  each statistic, the rank cor relation between per turbed runs and the base case: 
thick bars represent the median and thin bars the 95 percentile rank cor relation over  the two 
per turbed runs. The r ight frame shows, for  each statistic, the maximum normalised sensitivity of 
the two runs. This distr ibution of these over  sites is expressed as a boxplot (range, quar tiles and 
median). 

Results from the first set of perturbations are shown in Figure 58. As was the case 
with the jackknife assessment in Section 6.1, there appears to be little correspondence 
between normalised sensitivity and rank correlation. If one were interested in 
characterising sites in terms of the absolute value of these statistics, the apparently 
large sensitivities (in many cases, 5 or more) might be a concern. However, for the 
purposes of this thesis where I am interested in comparing sites within the region, 
only the rank correlation is important. 

In this case RISE_DSLOW and FALL_DFAST were very sensitive (in terms of 
disruption to rank order). AMAX_V was also somewhat sensitive. 
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The second set of perturbations related to parameters of the underlying distributions 
themselves. Again, perturbations were generally positive and negative 10%. They 
applied to: 

·  for S_AMP, the median (50%) used in each calendar month; 

·  for CAL_UNPRED and CAL_MAXPRED, the spread in S80 for each month; 

·  for HI/LO_CONC, the window size (90 days) used to calculate concentration; 

·  for spells, the high percentile (25%) or low percentile difference from 100 
(also 25%). 

Some perturbations applied to discrete parameters: 

·  for FIVEY_V, 4 and 6 year averages were used rather than 5; 

·  for AMAX3 and AMAX7, perturbations of 1 and 2 days respectively were 
used; 

·  for BFI/_V, a window of 3 days or 7 days was used in the minimum filter 
rather than 5 days. 

Finally, the delta parameter (threshold rate of change) was changed from its default of 
1 to be 0.1 and 2 ML/day/day. This applied to PEAK/_N, UH_SKEW and the 
RISE/FALL durations. 
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Figure 59: Results from sensitivity assessment of the second set of parameters: distr ibution 
parameters. The actual parameters per turbed for  each statistic are descr ibed in the text. The left 
frame shows, for  each statistic, the rank cor relation between per turbed runs and the base case: 
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thick bars represent the median and thin bars the 95 percentile rank cor relation over  the two 
per turbed runs. The r ight frame shows, for  each statistic, the maximum normalised sensitivity of 
the two runs. This distr ibution of these over  sites is expressed as a boxplot (range, quar tiles and 
median). 

 
Results from the second set of perturbations are shown in Figure 59. With respect to 
rank correlation, RISE_DSLOW and FALL_DFAST were again very sensitive. In 
addition, HI_N_V, LO_N_V and HI_XDUR all had rank correlations below 0.7. 
Other statistics were somewhat sensitive: HI_N, LO_N, LO_DUR, NOHI_XDUR and 
NOLO_XDUR. 

The next set of perturbations was applied to the spell_tol parameter, which defines the 
separation between spells within which they are merged. It was changed from its 
default of 1 to be 0 and 2 days. This applied to all the spell statistics as well as rise/fall 
durations.  
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Figure 60: Results from sensitivity assessment of the spell_tol parameter  (changed from 1 to be 0 
and 2 days). The plot shows, for  each statistic, the rank cor relation between per turbed runs and 
the base case: thick bars represent the median and thin bars the 95 percentile rank cor relation 
over  the two per turbed runs.  

Results from perturbing the spell_tol parameter are shown on Figure 60. Yet again, 
RISE_DSLOW and FALL_DFAST were noted as very sensitive. HI_N_V was also 
noted again. Other statistics were somewhat sensitive: RISE_DFAST had a 95 
percentile rank correlation of 0.76 (i.e. borderline for ªvery sensitiveº), even though 
only 4 sites out of 24 had changed: 418017, 418024, 418029 and 419044. This is due 
to the large number of rank ties, since it only takes on a few discrete values. 
NOHI_XDUR also had a rank correlation of 0.76, and its corresponding Pearson 
correlation was even lower. 
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The next set of perturbations was applied to the min_spell parameter, which defines 
the minimum duration of spells to be included in their distributions. It was changed 
from its default of 2 to be 1 and 3 days. 
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Figure 61: Results from sensitivity assessment of the min_spell parameter  (changed from 2 to be 
1 and 3 days). The plot shows, for  each statistic, the rank cor relation between per turbed runs and 
the base case: thick bars represent the median and thin bars the 95 percentile rank cor relation 
over  the two per turbed runs. 

Results from perturbing the min_spell parameter are shown in Figure 61. Yet again, 
LO_N_V and especially HI_N_V were noted as very sensitive. HI_N was also very 
sensitive. HI_DUR was somewhat sensitive, although a few sites were responsible for 
a large amount of the variance. 

The next set of perturbations was applied to the epsilon parameter, which defines the 
threshold for zero flow. It was changed from its default of 0.1 to be 0.01 and 1 
ML/day. The resulting 95 percentile rank correlation of ZERO was 0.92, so it was not 
considered excessively sensitive. 

The next set of perturbations was applied to the year_boundary parameter, which 
defines the water year in terms of the day (of calendar year) that it begins. It was 
changed from its default of 274 (1 October) by 10% of days in the year (37 days). 
This applied only to inter-annual variability statistics and the extremes. 

Results from perturbing the year_boundary parameter are shown in Figure 62. 
YEAR_V and FIVEY_V were noted as somewhat sensitive. 

The next set of perturbations was applied to the max_missing parameter, which 
defines the proportion of missing values allowed in a year, for aggregation to an 
annual timescale. It was changed from its default of 10% to be 5% and 15%. 
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Figure 62: Results from sensitivity assessment of the year_boundary parameter  (changed from 1 
October  to be 25 August and 7 December). The plot shows, for  each statistic, the rank cor relation 
between per turbed runs and the base case: thick bars represent the median and thin bars the 95 
percentile rank cor relation over  the two per turbed runs. 
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Figure 63: Results from sensitivity assessment of the max_missing parameter  (changed from 
10% to be 5% and 15%). The plot shows, for  each statistic, the rank cor relation between 
per turbed runs and the base case: thick bars represent the median and thin bars the 95 
percentile rank cor relation over  the two per turbed runs. 

Results from perturbing the max_missing parameter are shown in Figure 63. 
FIVEY_V was noted as very sensitive, having a rank correlation of 0.73, although the 
corresponding Pearson correlation was slightly higher at 0.78. Many sites were 
affected, but it was most pronounced in 419029, and to a lesser extent, 419044. When 
a larger change was applied in { 1%, 20%} , additional effects were obvious in 418027 
and 418005. 

To investigate the effect further, the time series for 419029 was examined, with 
missing periods marked. The water year 1986 had 30% of days missing; 1984 just 
over 10% missing; 1977 had 6% missing; and 1970 4% missing. The original 
threshold for missing values of 10% appeared (visually) to be close to the limit 
allowing a reasonable estimate of mean annual flow. Several methods exist for filling 
gaps in flow time series, but were not applied here. 
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Note that the calculation of FIVEY_V allows at most one missing year out of five 
consecutive. When two missing years occur nearby, as in the case of 419029, the 
corresponding samples are skipped, possibly reducing the calculated variability. 

The selection of sites, based on number of years in a common period (in Section 5.3), 
would also presumably be sensitive to the max_missing parameter. 

6.4 Sensitivity assessment summary 

Many different perturbations were applied in this chapter to assess flow statistics. In 
this section, those that were noted as being either very sensitive or somewhat sensitive 
are listed. The various sensitivities are compiled in order for an overall judgment to be 
made of their usefulness. These are listed in Table 12. Statistics in the category of 
spells are placed in a separate table (Table 13) for clarity. A statistic was marked as 
DROP if it was judged too volatile to be useful in comparing sites and as KEEP 
otherwise. 

Table 12: Summary of sensitivities of flow statistics (see also Table 13). 

Statistic Sensitivities Judgement 
YEAR_V somewhat to year_boundary KEEP 
FIVEY_V jackknife, max_missing, somewhat to 

year_boundary 
DROP 

CAL_UNPRED somewhat to jackknife KEEP 
HI_CONC somewhat to jackknife; also has a small range 

across sites; sensitive to bootstrap 
DROP 

RISE_DFAST somewhat to spell_tol; only takes two states 
across sites (1 or 2 days) 

DROP 

RISE_DSLOW percentile, delta, spell_tol DROP 
FALL_DFAST percentile, delta, spell_tol DROP 
AMAX_V somewhat to spread KEEP 
 
Table 13: Summary of sensitivities of flow statistics relating to spells. 

Statistic Sensitivities Judgement 
HI_N min_spell, somewhat to percentile DROP 
LO_N somewhat to jackknife, somewhat to percentile KEEP 
HI_N_V jackknife, percentile, spell_tol, min_spell DROP 
LO_N_V jackknife, percentile, min_spell DROP 
HI_DUR somewhat to min_spell KEEP 
LO_DUR somewhat to percentile KEEP 
HI_XDUR percentile, somewhat to jackknife DROP 
LO_XDUR somewhat to jackknife KEEP 
NOHI_XDUR jackknife, somewhat to percentile, somewhat to 

spell_tol 
DROP 

NOLO_XDUR jackknife, somewhat to percentile DROP 
 
From examining these tables, it appears that flow statistics are often highly sensitive 
to more than one parameter, while others (not listed) are not sensitive to any. This 
may indicate that some features do clearly vary between rivers in the region, while 
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others do not (and their pattern over sites is therefore influenced by various minor 
perturbations).  The decision to retain or discard a statistic is therefore based on a 
subjective appraisal, informed by the sensitivity assessment, of whether it was 
sufficiently robust to warrant its use in distinguishing between sites. 

After excluding the 11 statistics identified above as too volatile to be useful, 28 
statistics remained. Note that only a subset of flow statistics was shown in the tables 
above; the remainder were not particularly sensitive to any test in this chapter. 

6.5 Conclusions 

Testing the robustness of conclusions derived from flow statistics is an important step 
before applying them. Accordingly, this chapter addressed the question of whether 
flow statistics reveal robust, intrinsic differences between rivers. The answer, in many 
cases, was no. Sensitivity assessment was used to identify volatile statistics: that is, if 
the differences indicated between sites are sensitive to minor changes in assumptions. 
The assumptions tested were the values of various parameter values, and changes to 
the period of record (inclusion/exclusion of individual years).  

Changes in the rank order of sites were used to test the robustness of comparisons 
according to each flow statistic. Those statistics judged too volatile to be useful were 
omitted from further analysis. The next chapter continues to analyse this reduced set 
of flow statistics, focussing on their inter-relationships and interpretation. 
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Chapter 7: Extracting information from the dataset 

This chapter examines issues arising in application of the dataset (and set of flow 
statistics) developed in previous chapters. Firstly, the inter-relationships between flow 
statistics (specifically, possible redundancies) are assessed, since this can lead to 
problems of bias, underestimation of variance, or flawed model identification, 
depending on the application (Olden and Poff, 2003). More broadly, I go on to discuss 
interpretation and use of flow statistics over a set of sites. Knowledge-driven 
approaches are advocated, given the purpose and scope of hydroecological 
assessment. 

To assess inter-relationships, I calculate the empirical similarity between distributions 
of flow statistics (over sites in the study region). Alternative methods for assessing 
their inter-relationships might involve data generation (hydrological modelling) or 
mathematical analysis, but are not pursued here. 

As described in previous chapters, the comparison of sites within the study region is 
of interest. As such, similarity of measures is defined by the extent to which their 
respective ordering of sites corresponds (rank correlation). Such similarity can be 
usefully represented on a tree diagram, allowing redundant sets of measures to be 
identified. Identified inter-relationships between flow statistics are discussed. 

Many hydroecological studies focus on summarising the information in patterns of 
values (notably cluster analysis) or identifying independent measures (notably 
Principal Components Analysis). The role of ecological knowledge in deriving useful 
information from the dataset has often not been fully recognised. I present a simple 
example of this, and discuss possible future directions in the field. 

1.1 Inter-relationships between statistics 

This section assesses the degree of redundancy (or, inversely, independence) of flow 
statistics. Only those 28 statistics that survived the sensitivity assessment (of Chapter 
6) are assessed. Redundancy is taken to mean that sites are ranked in a similar order 
by multiple statistics. Each pair of statistics was compared in this way, resulting in a 
rank correlation matrix. A subset of this matrix (20 statistics) is given in Table 14. It 
directly shows the correspondence between statistics with respect to their ordering of 
sites in the region. 

The rank correlation matrix is not very useful on its own because broad patterns 
cannot be seen. I use hierarchical clustering to extract and visualise some structure. 
First, rank correlations were converted to dissimilarities by taking the absolute value 
and subtracting from unity: 

( )2121 ,1),( ssssD r-=  

where D is the dissimilarity (or distance) between two statistics s1 and s2, and r  is the 
Spearman rank correlation as defined in Chapter 6. 
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Table 14: Rank correlation matr ix. This was calculated from the values of statistics at 24 sites using a common 20-year  per iod, as specified in Section 5.3. Statistics 
are defined in Section 4.3.6. 
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MEDIAN 1 -0.42 -0.12 -0.19 0.69 -0.07 -0.39 -0.13 -0.23 0.42 0.29 0.31 0.18 0.33 0.72 -0.32 0.48 -0.59 0.56 -0.44 

DAY_V -0.42 1 0.74 0.43 -0.15 0.69 0.69 0.62 0.58 0.39 -0.45 0.17 0.45 -0.22 0.05 0.12 -0.14 0.83 -0.59 -0.06 

DAY_VX -0.12 0.74 1 0.33 -0.06 0.51 0.54 0.55 0.56 0.54 -0.44 0.24 0.36 -0.25 0.25 0.02 -0.17 0.69 -0.37 -0.27 

YEAR_V -0.19 0.43 0.33 1 -0.14 0.2 0.46 0.35 0.37 0.26 -0.35 -0.24 0.39 -0.32 0.17 0.55 -0.45 0.35 -0.59 0.39 

PEAK_N 0.69 -0.15 -0.06 -0.14 1 0.18 -0.22 0.03 -0.05 0.4 0.57 0.03 0.04 0.42 0.63 -0.45 0.23 -0.25 0.09 -0.57 

S_AMP -0.07 0.69 0.51 0.2 0.18 1 0.13 0.51 0.44 0.3 -0.02 0.12 0.26 -0.08 0.14 -0.1 0.13 0.59 -0.31 -0.3 

CAL_MAXP… -0.39 0.69 0.54 0.46 -0.22 0.13 1 0.37 0.4 0.32 -0.45 0.07 0.44 -0.2 0.1 0.37 -0.46 0.6 -0.55 0.28 

LO_CONC -0.13 0.62 0.55 0.35 0.03 0.51 0.37 1 0.29 0.28 -0.31 0.22 0.43 -0.06 0.14 0.04 0.02 0.62 -0.34 -0.16 

UH_SKEW -0.23 0.58 0.56 0.37 -0.05 0.44 0.4 0.29 1 0.57 -0.03 0.2 0.07 -0.44 0.02 -0.06 -0.05 0.49 -0.35 -0.28 

FALL_DSL… 0.42 0.39 0.54 0.26 0.4 0.3 0.32 0.28 0.57 1 -0.03 0.47 0.4 -0.14 0.75 -0.1 0.08 0.13 -0.15 -0.38 

LO_N 0.29 -0.45 -0.44 -0.35 0.57 -0.02 -0.45 -0.31 -0.03 -0.03 1 -0.11 -0.6 0.21 0.14 -0.28 0.07 -0.34 0.06 -0.27 

HI_DUR 0.31 0.17 0.24 -0.24 0.03 0.12 0.07 0.22 0.2 0.47 -0.11 1 0.3 0.06 0.32 -0.35 0.51 0.06 0.26 -0.32 

LO_DUR 0.18 0.45 0.36 0.39 0.04 0.26 0.44 0.43 0.07 0.4 -0.6 0.3 1 0.07 0.41 0.19 0.11 0.24 -0.07 0.12 

LO_XDUR 0.33 -0.22 -0.25 -0.32 0.42 -0.08 -0.2 -0.06 -0.44 -0.14 0.21 0.06 0.07 1 0.2 -0.17 0.15 -0.4 0.1 -0.11 

AMAX 0.72 0.05 0.25 0.17 0.63 0.14 0.1 0.14 0.02 0.75 0.14 0.32 0.41 0.2 1 -0.03 0.07 -0.21 -0.08 -0.22 

AMAX_V -0.32 0.12 0.02 0.55 -0.45 -0.1 0.37 0.04 -0.06 -0.1 -0.28 -0.35 0.19 -0.17 -0.03 1 -0.63 0.04 -0.3 0.81 

AMAX3 0.48 -0.14 -0.17 -0.45 0.23 0.13 -0.46 0.02 -0.05 0.08 0.07 0.51 0.11 0.15 0.07 -0.63 1 -0.2 0.6 -0.59 

ZERO -0.59 0.83 0.69 0.35 -0.25 0.59 0.6 0.62 0.49 0.13 -0.34 0.06 0.24 -0.4 -0.21 0.04 -0.2 1 -0.57 -0.05 

BFI 0.56 -0.59 -0.37 -0.59 0.09 -0.31 -0.55 -0.34 -0.35 -0.15 0.06 0.26 -0.07 0.1 -0.08 -0.3 0.6 -0.57 1 -0.25 

BFI_V -0.44 -0.06 -0.27 0.39 -0.57 -0.3 0.28 -0.16 -0.28 -0.38 -0.27 -0.32 0.12 -0.11 -0.22 0.81 -0.59 -0.05 -0.25 1 
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The dissimilarity matrix was then subjected to hierarchical clustering by single 
linkage. The single linkage method groups items in order of their similarity, and each 
is joined to the single other item (or cluster thereof) to which it is most strongly 
related. Single linkage clustering essentially describes the Minimum Spanning Tree in 
the space described by the dissimilarity matrix.  

The results of hierarchical clustering by single linkage are shown as a tree diagram in 
Figure 64. The figure can be interpreted as follows. Where a statistic is first linked to 
the tree (as a leaf node) indicates the maximum rank correlation it has (with some 
statistic in the subtree to which it is linked). Further interpretation, such as of more 
distant neighbours or of `clusters' , is not straightforward. 
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Figure 64: Rank cor relation dendrogram for  single linkage cluster ing.  This is a visualisation of 
the rank cor relation matr ix (similar  to Table 14), as descr ibed in the text. Rank cor relations are 
calculated from the values of statistics at 24 sites using a common 20-year  per iod, as specified in 
Section 5.3. Statistics are defined in Section 4.3.6. 

Several useful findings can be immediately derived from Figure 64. Those statistics 
that intersect above, say, the 0.3 dissimilarity line, have only relatively small (< 0.7) 
rank correlations with any others. These might be considered to be adequately 
independent measures. Those statistics that lie below, say, the 0.1 dissimilarity line, 
have a strong (> 0.9) rank correlation with at least one other.  
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For reasons of general parsimony, I will eliminate apparently redundant measures 
(according to rank correlation). Most obviously, AMAX3 and AMAX7 have a 96% 
rank correlation. Since AMAX7 was more strongly correlated with other statistics (its 
second-nearest neighbour), it was dropped. 

As can be seen on Figure 64, MEDIAN, CHANGE and HI_DEC were all strongly 
related by rank correlation. From this set of three, MEDIAN was retained, since it is 
the most commonly used. Its next highest rank correlation was then much lower at 
77%. In hindsight, to avoid correlation both statistics CHANGE and HI_DEC could 
have been expressed relative to the median. 

The remaining statistics that had rank correlations of about 90% were plotted for more 
detailed examination. Of the six statistics, four were log-transformed to reduce 
skewness, which allowed linear relationships to be visually identified (although it 
does mean that zero values are not shown). The values of each statistic over sites were 
compared to the other statistics on pair-wise scatterplots (Figure 65). Each scatterplot 
compares variables listed along the same column and row. 
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Figure 65: Pair -wise scatterplots of flow statistics calculated at 24 sites using a common 20-year  
per iod, as specified in Section 5.3. Statistics are defined in Section 4.3.6. Each scatterplot 
compares var iables listed along the same column and row. 

It can be seen from Figure 65 that AMIN was quite strongly related to LO_DEC (rank 
correlation 93%), as might be expected. Both these measures were also strongly 
related to ZERO and to PEAK. Since ZERO was used by Poff and Ward (1989) as 
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their primary variable for ecological classification of streams, it was retained from 
these four. It appears to have a reasonable spread across sites. 

Another clear relationship was that of DAY_V with MONTH_V: a 91% rank 
correlation. Since MONTH_V seemed a more ambiguous measure (it is based on 
mean monthly flows), it was dropped.  

Figure 65 also reveals that one site (419044) was significantly more extreme than the 
rest on several measures. Notably, it had zero flow recorded on 46% of its days of 
record. Such outliers may have an undue influence on correlation measures, but are 
not problematic when using rank correlation. 

After excluding AMAX7, CHANGE, HI_DEC, LO_DEC, AMIN, PEAK and 
MONTH_V, the correlation dendrogram was re-generated. This was necessary 
because nearest-neighbour relationships had changed, so the previous diagram did not 
reflect these. The statistics with highest rank correlations (greater than 80%) were 
again examined visually (Figure 66). Interestingly, the two different measures of daily 
variability did not seem to be very strongly related (rank correlation 0.74). 
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Figure 66: Pair -wise scatterplots of flow statistics calculated at 24 sites using a common 20-year  
per iod, as specified in Section 5.3. Statistics are defined in Section 4.3.6. Each scatterplot 
compares var iables listed along the same column and row. 

Figure 66 suggests that the information in CAL_UNPRED is reproduced in a 
combination of DAY_V and CAL_MAXPRED. CAL_UNPRED was considered a 
more complex (less transparent) measure than DAY_V. In addition, it was found in 
Chapter 6 to be somewhat sensitive to individual years of record. So, it was dropped. 
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After eliminating apparently redundant measures, 20 statistics remained (those given 
in Table 14). 

The reduced set of 20 flow statistics was again analysed by hierarchical clustering of 
the rank correlation matrix. This time, an average linkage clustering method was used. 
The resulting tree is shown in Figure 67. Note that in this case the position of a leaf 
node in the tree is not an upper bound on its rank correlation; rather, linkages reflect 
average rank correlations between each subtree. It should be remembered that 
individual statistics in different branches may be quite strongly related, but these 
cross-links are not shown in the display. An alternative technique that attempts to 
represent all inter-relationships is multi-dimensional scaling: it is a type of projection 
onto low dimensional space (Minchin, 1987). It will not be pursued here.  
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Figure 67: Rank cor relation dendrogram for  average linkage cluster ing.  This is a visualisation of 
the rank cor relation matr ix (Table 14), as descr ibed in the text. Rank cor relations are calculated 
from the values of statistics at 24 sites using a common 20-year  per iod, as specified in Section 5.3. 
Statistics are defined in Section 4.3.6. 

Intuitively, Figure 67 suggests that sites can be ordered in very different ways using 
flow statistics. Several measures seem to be effectively unrelated to any others, 
notably the duration of 1-year-return low spells (LO_XDUR) and median duration of 
high spells (HI_DUR). However, a few rough clusters can be discerned: 

·  the leftmost group represents the inverse relationship between frequency and 
duration of low spells;  
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·  the next group (terminating with DAY_V and ZERO) broadly considers 
variability of daily and monthly flow;  

·  the middle group (including AMAX_V and BFI_V) considers intermittency of 
baseflows and annual peaks. YEAR_V is marginally related to this group 
(rank correlation ~0.55), adding to the inter-annual theme; 

·  the right-most group represents the size of the river: magnitude of flows, 
frequency of events (peaks) and durations of falling limbs.  

These groups could be called ordination modes. It is important to note that they are 
far from uniform, with rank correlations of about 50-80% within each. Also, these 
groupings may be sensitive to the selection of statistics, sites, and the period of 
record; this was not tested. 

Clausen and Biggs (2000) undertook an assessment of a set of flow statistics, 
somewhat similar in motivation to the one just described. They calculated statistics 
from single years of record and applied Principal Components Analysis to the 
covariance of measures. They identified four groups of statistics (ordination modes) 
on the basis of their loadings in the first four principal components. These 
represented: 

·  size of the river (magnitude); 

·  overall variability; 

·  duration (and volume) of high flows; 

·  frequency of high flows. 

Each of these corresponds to an ordination mode derived here, except for the 
frequency of high flows (HI_N) which was excluded due to sensitivity (in Chapter 6). 
However, Clausen and Biggs (2000) claim that flow statistics can be ªdistilledº into 
these four groups, and suggest that taking one statistic from each group can 
adequately represent the flow regime. Similarly, Olden and Poff (2003) identified four 
ªsignificantº components from 171 statistics applied to 420 sites. Apart from the 
questionable idea of measuring information-redundancy based on variance (since it is 
susceptible to skewness), such claims confuse information with knowledge. 

7.1 Data, information and knowledge 

Many hydroecological studies focus on summarising the information in patterns of 
values (notably cluster analysis) or identifying independent measures (notably 
Principal Components Analysis). The information derived from PCA or cluster 
analysis is often interpreted as having ecological importance. This approach, however, 
seems counterintuitive: it would seem rather more logical to emphasise the role of 
ecological knowledge in extracting useful information from the dataset.  

While knowledge is used in selection of flow features (usually very general 
knowledge, rather than specific to the region), this does not necessarily mean that the 
flow statistics adequately capture this knowledge: previous chapters have shown that 
there may be technical problems with the statistics for one reason or another. One 
approach to test this would be to examine a set of hydrographs (the original data), 
ordered by some statistic, and decide whether the values are consistent with the 
thinking behind the statistic. This is called face validation (Rykiel, 1996).  
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Knowledge can be used to structure the dataset. Following Poff and Ward (1989), I 
note the proportion of zero flow days (ZERO) as a feature of primary importance in 
determining the nature of an aquatic ecosystem (see Figure 3). Their secondary 
feature was ªflood frequencyº, which does not appear in the reduced set of statistics at 
hand (PEAK_N is more general than ªfloodsº). As an alternative, I selected the 
magnitude of median annual maxima (AMAX). These two flow statistics aim to 
represent the scale of low-flow and high-flow disturbances, and are adequately 
independent (coming from different ordination modes). Note however that high 
values of AMAX are partly due to the general size of the river, not necessarily the 
scale of high-flow disturbance relative to normal conditions. 
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Figure 68: The pattern of sites according to their  values of AMAX (median annual maximum 
flow) and ZERO (propor tion of zero flow days). Sites have been par titioned into groups of 4 by 
their  value of ZERO. 

Corresponding to this scheme, Figure 68 shows the value of ZERO and AMAX for 
each of the 24 sites. Because ZERO is the primary feature, sites have been grouped 
into six classes along its axis. The corresponding site identification numbers are 
shown in Table 15. This allows specific sites to be seen in their regional context with 
respect to the chosen flow statistics. For instance, sites 419010 and 419051 both fall 
within the second-lowest group of ZERO values (effectively perennial streams), 
although it should be noted that 419051 had only 15 years of data out of 20. 

Table 15: Site identification numbers cor responding to the points in Figure 68. Sites are sor ted 
such that their  values of ZERO increase to the r ight, and (within these groups) their  values of 
AMAX increase upwards. 

419005 418015 418008 418029 418023 418022 

418017 419010 419028 418027 418014 418016 

419029 419038 419016 418024 418021 418020 

418025 419051 418005 419036 418030 419044 
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Figure 69: Seasonal flow distr ibutions for  each of the 24 sites over  a common 20-year  per iod, as specified in Section 5.3. Site IDs are given in Table 15. Sites are 
sor ted such that their  values of ZERO increase to the r ight, and their  values of AMAX increase upwards. For  each site, day of year  increases to the r ight. The 
distr ibution on each day of the year  excluded any missing values. Note that white is at most 1 ML/day, not necessar ily zero flow.  
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Figure 70: Flow time ser ies modulated by season for  each of the 24 sites over  a common 20-year  per iod, as specified in Section 5.3. Site IDs are given in Table 15. 
Sites are sor ted such that their  values of ZERO increase to the r ight, and their  values of AMAX increase upwards. For  each site, day of year  increases to the r ight 
and year  increases upwards. 
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Figure 69 shows flow distributions for all sites, sorted by ZERO and AMAX as 
discussed above. The seasonally-specific flow distributions highlight patterns of 
drought. It is slightly more difficult to compare the magnitude of brief high flows. 
Particularly interesting sites are revealed at the extremes of each statistic: 

·  418025 (bottom left) has very mild disturbance by both low and high flows. It 
is a remarkably stable stream, which is expected to support an unusual 
ecosystem in a regional context; 

·  419005 (top left) is a much larger perennial river, with very high flows 
common in two seasons. Indeed, flooding in this river is well known due to its 
effects on property and infrastructure; 

·  418022 (top right) is characterised by strong disturbance from both low and 
high flows. While flooding appears not to be strongly seasonal, the droughts 
follow Lake' s (2003) seasonal ªpress disturbanceº, with reliable flows in one 
season; 

·  419044 (bottom right) is an example of Poff and Ward' s (1989) ªharsh 
intermittentº flow regime.  

Some flow features can be compared across sites and placed in a regional context in 
this way. Of course, many other facets of the flow regime are ignored in this scheme, 
such as, for example, the seasonal predictability of flooding. Figure 70 shows time 
series corresponding to the flow distributions of Figure 69. It indicates some of the 
complexity of flow regimes that is not apparent when examining distributions. For 
instance, rivers have different frequencies of perennial years, their overall flashiness 
and general variability differs, and there are distinct inter-annual cycles. 

This approach is an example of how flow statistics can be used on the basis of 
ecological knowledge to extract information from the dataset. It uses statistics to 
structure the data but avoids defining clusters, based on thresholds that may or may 
not have ecological relevance. Regardless of the approach taken, flow statistics (and 
their weight in any hydroecological assessment) should be designed on the basis of 
sound ecological knowledge, with reference to important thresholds, and informed by 
specific regional features. 

Taking a wider perspective, although many rivers in the region have apparently 
similar flow regimes, these would have different implications for different types of 
rivers. Flow features could be combined with non-flow habitat attributes in order to 
better understand riverine ecosystems at a landscape scale. This is the approach taken 
by Environmental Domain Analysis (Mackey, 1996), generally applied to terrestrial 
systems. Habitat is defined according to the Primary Environmental Regimes: water, 
temperature, radiation and mineral nutrients. The pattern of different habitat types is 
explored across the landscape using successively more detailed hierarchical clustering 
of sites. Environmental Domain Analysis could be adapted to riverine ecosystems 
with the use of flow statistics in combination with, say, water temperature, channel 
form and substrate material, and organic matter input regimes. 

Such analysis would also highlight the spatial arrangement of rivers, which has not 
been explored in this thesis. One simple assessment might be to determine how much 
of the flow regime similarity between rivers can be explained by spatial proximity.  
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7.2 Conclusions 

In this chapter, I addressed issues arising in the application of the dataset (and set of 
flow statistics) developed in previous chapters. Specifically, I: 

·  defined the similarity of flow statistics according to the degree to which they 
place sites in the same order, which is relevant to many applications; 

·  used hierarchical clustering to identify groups of highly similar statistics, and 
consequently omitted redundant measures, resulting in a more parsimonious 
set; 

·  used a different type of hierarchical clustering to visualise and interpret 
ordination modes, being groups of loosely-related measures that highlight 
different patterns in the flow regime across sites; 

·  selected an ordination scheme a priori, on the basis of ecological knowledge, 
and used it to visualise and interpret patterns across sites. This contrasts with 
the typical data-driven approaches to extracting information from the dataset. 

I also discussed future directions for this kind of hydroecological assessment. 
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Chapter 8: Conclusions 

This thesis has shown that there are many flow statistics in use, notably as key 
elements of environmental flow scenario assessment, condition assessment, 
identification of predictive hydrology-ecology relationships and clustering of rivers.  
However, there are few standards in their use (e.g. compare the methods of Poff 
(1996), Puckridge et al (1998), and Thoms and Parsons (2003)). There is little 
theoretical or experimental guidance available on how useful statistics may be 
selected and how they relate to each other. 

I have sought here to describe criteria for selection of flow statistics. These were 
originally developed as desirable properties of indices in general, but have not 
explicitly been applied to flow statistics. The main ones are as follows: 

·  robustness, to ensure a statistic gives a useful characterisation of sites within a 
plausible range of parametric assumptions (such as specifics of the period of 
record or minor details of the formulation of the statistic); 

·  transparency, such that the statistic is easily understood and interpreted; and 

·  sophistication, such that the statistic is meaningful in the context in which it is 
applied, including reflecting features of ecological importance. 

I have also proposed some methods for testing their suitability for various 
applications. These methods are outlined below. This approach demonstrates how 
objective, quantitative methods may be used to assess the properties of flow statistics. 
These include: 

·  assessing the stationarity of the statistics, and thus the data requirements or 
validity of comparing rivers based on different periods of record. As an 
alternative, the selection of a data set based on a common period was 
described; 

·  applying a sensitivity assessment to identify those statistics that are too volatile 
to be useful, for example those that are highly sensitive to arbitrary parameter 
values or highly dependent on a small number of years; and 

·  defining the similarity of flow statistics by the rank ordering of sites (rank 
correlation), enabling the identification and simplification of redundant sets of 
measures. 

Statistics are defined with reference to their underlying distributions. The approach 
that this thesis has taken has, for example, put the great variety of different measures 
relating to seasonality into a common context, and provided a visual means for 
considering and comparing them. 

This thesis has synthesised the methods used in previous ecological studies. For 
example, several measures of flow variability were considered and compared. The 
outcome of this comparison showed that choice of measures is significant: depending 
on the measure used, two sites compared were found to be either equally variable, or 
that one or other of them was more variable. 
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I also showed that sensitivity assessment based on rank correlation reveals 
dependencies directly relevant to the comparison of sites. Assessing the sensitivity of 
specific values is not useful in this context. My analysis showed that parameters 
which might be considered implicit or trivial (such as the tolerance for rates of 
change, or the tolerance for missing values) can in fact have considerable effects on 
some statistics. 

The inter-dependence of flow statistics is often minimised in order to reduce bias, 
avoid misidentification of model variables, and for reasons of general parsimony. The 
similarity of information provided by statistics can be usefully represented on a tree 
diagram, allowing redundant sets of measures to be identified. I defined distinct 
ordination modes with plausible interpretations. 

The simplification of sets of flow statistics (principal components analysis) and the 
simplification of sets of values (site clustering) must be interpreted carefully. The role 
of ecological knowledge in deriving useful information from the dataset has often not 
been fully recognised. I presented an example of ordering sites by measures selected a 
priori, revealing broad patterns in the data while also showing the existence of further 
variation. 

Finally, I discussed possibilities for further progress in the area of development and 
use of flow statistics, suggesting that it requires: 

·  quantitative assessment of relevant properties of the statistics; 

·  sound scientific knowledge of the important flow features on which the 
statistics are based, including important thresholds; and  

·  the incorporation of other relevant habitat attributes ± such as water quality, 
physical habitat and the riparian zone ± to ensure that the flow statistics are 
considered in their ecological context. 

The results in this thesis provide much-needed guidance on selecting more 
meaningful flow statistics and using them in a more informed and intelligent fashion, 
taking into account their characteristics and behaviour. They also highlight the need 
and potential for quantitative ± and eclectic ± analysis in this regard.  
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Appendix 1: Code for calculation of flow 
statistics 

The function given here returns all the distributions displayed in 
Chapter 4, as well as the selected set of flow statistics. Statistics are 
referred to in the code using the names listed in Section 4.3.6. 
Various parameters can be given as arguments, such as to perform 
sensitivity assessment, as described in Chapter 6.  
 
f l owst at s <-  f unct i on( t s,  year _boundar y=0,  max_mi ssi ng=0. 1,  
hi _pct =25,  l o_pct =75,  epsi l on=0. 1,  del t a=1,  spel l _t ol =1,  
mi n_spel l =2,  dper t ur b=1,  sper t ur b=1,  r et ur n_d=TRUE)  {  
 s <-  l i st ( )  # st at i st i cs 
 d <-  l i st ( )  # di st r i but i ons 
  
 f i ve <-  5 # used i n 5- year  ser i es 
 i f  ( dper t ur b > 1)  {  f i ve <-  f i ve + 1 }  
 i f  ( dper t ur b < 1)  {  f i ve <-  f i ve -  1 }  
  
 t hr ee <-  3 # used i n annual  maxi ma 
 i f  ( dper t ur b > 1)  {  t hr ee <-  t hr ee + 1 }  
 i f  ( dper t ur b < 1)  {  t hr ee <-  t hr ee -  1 }  
  
 seven <-  7 # used i n annual  maxi ma 
 i f  ( dper t ur b > 1)  {  seven <-  seven + 2 }  
 i f  ( dper t ur b < 1)  {  seven <-  seven -  2 }  
  
 t wo <-  2 # used i n basef l ow f i l t er  
 i f  ( dper t ur b > 1)  {  t wo <-  t wo + 1 }  
 i f  ( dper t ur b < 1)  {  t wo <-  t wo -  1 }  
  
  
 ### BASI C SERI ES ### 
 
 t s_days <-  t s$val  
 t s_mont hl y <-  dai l y_t o_mont hl y( t s,  max_mi ssi ng=max_mi ssi ng)  
 t s_mont hs <-  t s_mont hl y$val  
 t s_year s <-  dai l y_t o_year l y( t s,  year _boundar y=year _boundar y,  
max_mi ssi ng=max_mi ssi ng)  
  
 # l engt h of  t i me ser i es 

 n_days <-  l engt h( t s_days)  
 n_mont hs <-  l engt h( t s_mont hs)  
 n_year s <-  l engt h( t s_year s)  
  
 # 5- year  mean ser i es 
 t s_f i vey <-  c( )  
 i f  ( n_year s >= f i ve)  {  
  f or  ( i  i n seq( 1,  n_year s- f i ve) )  {  
   # al l ow 1 mi ssi ng val ue onl y 
   i f  ( sum( i s. na( t s_year s[ seq( i , i +f i ve) ] ) )  > 1)  {  
    t s_f i vey[ i ]  <-  NA 
    next  
   }  
   t s_f i vey[ i ]  <-  mean( t s_year s[ seq( i , i +f i ve) ] ,  na. r m=T)  
  }  
 }  el se {  
  t s_f i vey <-  c( 0)  
 }  
  
  
 cat ( " ### MAGNI TUDE ### \ n" )  
  
 d$DAY <-  sor t ( t s_days)  # NAs ar e omi t t ed 
 d$MONTH <-  sor t ( t s_mont hs)  # NAs ar e omi t t ed 
 d$YEAR <-  sor t ( t s_year s)  # NAs ar e omi t t ed 
 d$FI VEY <-  sor t ( t s_f i vey)  # NAs ar e omi t t ed 
  
 qpr obs <-  c( hi _pct ,  l o_pct ,  sper t ur b* 50,  sper t ur b* 10,  100-
sper t ur b* 10) / 100 
 qnt i l es <-  quant i l e( d$DAY,  1- qpr obs,  na. r m=T,  names=F)  
  
 # f l ow t hr eshol ds based on speci f i ed per cent i l e 
 hi _f l ow <-  qnt i l es[ 1]  
 l o_f l ow <-  qnt i l es[ 2]  
 xhi _f l ow <-  qnt i l es[ 4]  
 x l o_f l ow <-  qnt i l es[ 5]  
  
 s$MEDI AN <-  qnt i l es[ 3]  
 s$HI _DEC <-  qnt i l es[ 4]  
 s$LO_DEC <-  qnt i l es[ 5]  
 s$DAY_V <-         var i _s( d$DAY,  spr ead=50 *  sper t ur b)  
 s$DAY_VX <-     var i _r l og( d$DAY,  spr ead=80 *  sper t ur b)  
 s$MONTH_V <-  var i _r l og( d$MONTH,  spr ead=80 *  sper t ur b)  
 s$YEAR_V <-    var i _r l og( d$YEAR,  spr ead=50 *  sper t ur b)  
 s$FI VEY_V <-     var i _s( d$FI VEY,  spr ead=80 *  sper t ur b)  
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 # i dent i f y peaks based on adj acent  days 
 t s_peak <-  c( )  
 ann_peaks <-  r ep( 0,  n_year s)  
 f or  ( i  i n seq( 1+1,  n_days- 1) )  {  
  # ski p mi ssi ng val ues 
  i f  ( sum( i s. na( t s_days[ seq( i - 1, i +1) ] ) )  > 0)  {  next  }  
  # t est  f or  l ocal  maxi mum 
  i f  ( t s_days[ i ]  > t s_days[ i - 1]  + del t a)  {  
  i f  ( t s_days[ i ]  > t s_days[ i +1]  + del t a)  {  
   t s_peak[ l engt h( t s_peak) +1]  <-  t s_days[ i ]  
   # r ecor d number  of  peaks i n year  
   my_year num <-  f l oor ( i  /  365. 25)  + 1 
   ann_peaks[ my_year num]  <-  ann_peaks[ my_year num]  + 1 
  }  
  }  
 }  
 d$PEAK <-  sor t ( t s_peak)  /  max( epsi l on,  s$MEDI AN)  
 d$PEAK_N <-  sor t ( ann_peaks)  
  
 s$PEAK <-  quant i l e( d$PEAK,  0. 5* sper t ur b,  na. r m=T,  names=F)  
 s$PEAK_N <-  mean( d$PEAK_N)  
  
  
 cat ( " ### SEASONALI TY ### \ n" )  
  
 cal _mont hs <-  cal endar _mont hs( t s_mont hl y)  
 cal _mont hs <-  sappl y( cal _mont hs,  na. omi t )  
  
 # medi an mont hl y f l ow i n each cal endar  mont h 
 d$CAL_MED <-  sappl y( cal _mont hs,  quant i l e,  0. 5* dper t ur b,  na. r m=T,  
names=F)  
 # r el at i ve t o over al l  medi an 
 mmed <-  quant i l e( d$MONTH,  0. 5* dper t ur b,  na. r m=T)  
 d$CAL_MED <-  d$CAL_MED /  max( 0. 1, mmed)  
 # seasonal  ampl i t ude 
 s$S_AMP <-  max( d$CAL_MED)  /  max( 0. 1, mi n( d$CAL_MED) )  
  
 # var i abi l i t y i n each cal endar  mont h 
 d$CAL_V <-  sappl y( cal _mont hs,  var i _s,  spr ead=80* dper t ur b)  
 s$CAL_UNPRED <-  mean( d$CAL_V)  
 s$CAL_MAXPRED <-  mi n( d$CAL_V)  
  
 # cal cul at e pr opor t i on of  year s i n whi ch each day of  year  has hi gh 
/  l ow f l ow 

 t s_phase <-  r ound(  t s[ , 1]  %% 365. 25 )  
 hi _days <-  c( )  
 l o_days <-  c( )  
 f or  ( i  i n seq( 1, 365) )  {  
  hi _days[ i ]  <-  mean( t s_days[ t s_phase==i ]  >= xhi _f l ow,  na. r m=T)  
  l o_days[ i ]  <-  mean( t s_days[ t s_phase==i ]  <= xl o_f l ow,  na. r m=T)  
 }  
 # cal cul at e concent r at i on of  such days over  a movi ng wi ndow 
 s_wi d <-  45 *  dper t ur b # hal f - wi dt h of  wi ndow 
 # wr ap ends of  cal endar  year  ar ound on i t sel f  
 hi _cycdays <-  c( hi _days,  hi _days,  hi _days)  
 l o_cycdays <-  c( l o_days,  l o_days,  l o_days)  
 d$HI _CONC <-  c( )  
 d$LO_CONC <-  c( )  
 f or  ( i  i n seq( 365+1,  365+365) )  {  
  d$HI _CONC[ i - 365]  <-  mean(  hi _cycdays[ seq( i - s_wi d,  i +s_wi d- 1) ]  )  
  d$LO_CONC[ i - 365]  <-  mean(  l o_cycdays[ seq( i - s_wi d,  i +s_wi d- 1) ]  )  
 }  
 # scal e so t hat  r andom concent r at i on = 1 
 # not e per t ur bat i on her e account s f or  change i n xhi / x l o per cent i l e 
 d$HI _CONC <-  d$HI _CONC *  ( 10 *  sper t ur b)  
 d$LO_CONC <-  d$LO_CONC *  ( 10 *  sper t ur b)  
  
 s$HI _CONC <-  max( d$HI _CONC)  
 s$LO_CONC <-  max( d$LO_CONC)  
  
  
 cat ( " ### RATES OF CHANGE ### \ n" )  
  
 t s_di f f  <-  t s_days[ seq( 2, n_days) ]  -  t s_days[ seq( 1, n_days- 1) ]  
 t s_r i se <-  + t s_di f f [ t s_di f f  > del t a]  
 t s_f al l  <-  -  t s_di f f [ t s_di f f  < - del t a]  
 d$CHANGE <-  sor t ( abs( t s_di f f ) )  # NAs ar e omi t t ed 
 d$RI SE <-  sor t ( t s_r i se)  # NAs ar e omi t t ed 
 d$FALL <-  sor t ( t s_f al l )  # NAs ar e omi t t ed 
  
 s$CHANGE <-  quant i l e( d$CHANGE,  0. 5* sper t ur b,  names=F)  
 s$UH_SKEW <-  quant i l e( d$RI SE,  0. 5* sper t ur b,  names=F)  /  
quant i l e( d$FALL,  0. 5* sper t ur b,  names=F)  
  
 t s_r i se_dur  <-  c( )  
 t s_f al l _dur  <-  c( )  
 r i s i ng <-  FALSE 
 f al l i ng <-  FALSE 
 r i se_dur  <-  0 
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 f al l _dur  <-  0 
 r i se_buf f er  <-  0 
 f al l _buf f er  <-  0 
 f or  ( i  i n seq( 1, l engt h( t s_di f f ) ) )  {  
  # ski p mi ssi ng val ues 
  i f  ( i s. na( t s_di f f [ i ] ) )  {  next  }  
  i f  ( r i s i ng)  {  
   i f  ( t s_di f f [ i ]  > del t a)  {  
    # cont i nuat i on of  r i se 
    r i se_dur  <-  r i se_dur  + 1 + r i se_buf f er  
    r i se_buf f er  <-  0 
   }  el se {  
    i f  ( r i se_buf f er  >= spel l _t ol )  {  
     # end of  r i se 
     t s_r i se_dur [ l engt h( t s_r i se_dur ) +1]  <-  r i se_dur  
     r i s i ng <-  FALSE 
     r i se_dur  <-  0 
    }  el se {  
     r i se_buf f er  <-  r i se_buf f er  + 1 
    }  
   }  
  }  el se {  
   i f  ( t s_di f f [ i ]  > del t a)  {  
    # st ar t  of  r i se 
    r i s i ng <-  TRUE 
    r i se_dur  <-  1 
    r i se_buf f er  <-  0 
   }  
  }  
  i f  ( f al l i ng)  {  
   i f  ( t s_di f f [ i ]  < - del t a)  {  
    # cont i nuat i on of  f al l  
    f al l _dur  <-  f al l _dur  + 1 + f al l _buf f er  
    f al l _buf f er  <-  0 
   }  el se {  
    i f  ( f al l _buf f er  >= spel l _t ol )  {  
     # end of  f al l  
     t s_f al l _dur [ l engt h( t s_f al l _dur ) +1]  <-  f al l _dur  
     f al l i ng <-  FALSE 
     f al l _dur  <-  0 
    }  el se {  
     f al l _buf f er  <-  f al l _buf f er  + 1 
    }  
   }  
  }  el se {  

   i f  ( t s_di f f [ i ]  < - del t a)  {  
    # st ar t  of  f al l  
    f al l i ng <-  TRUE 
    f al l _dur  <-  1 
    f al l _buf f er  <-  0 
   }  
  }  
 }  
 d$RI SE_DUR <-  sor t ( t s_r i se_dur )  
 d$FALL_DUR <-  sor t ( t s_f al l _dur )  
 s$RI SE_DFAST <-  quant i l e( d$RI SE_DUR,  0. 25* sper t ur b,  names=F)  
 s$RI SE_DSLOW <-  quant i l e( d$RI SE_DUR,  1- ( 0. 25* sper t ur b) ,  names=F)  
 s$FALL_DFAST <-  quant i l e( d$FALL_DUR,  0. 25* sper t ur b,  names=F)  
 s$FALL_DSLOW <-  quant i l e( d$FALL_DUR,  1- ( 0. 25* sper t ur b) ,  names=F)  
  
  
 cat ( " ### SPELLS ### \ n" )  
  
 t s_hi _dur  <-  c( )  
 t s_l o_dur  <-  c( )  
 ann_hi  <-  r ep( 0,  n_year s)  
 ann_l o <-  r ep( 0,  n_year s)  
 hi  <-  l o <-  FALSE 
 hi _dur  <-  0 
 l o_dur  <-  0 
 hi _buf f er  <-  0 
 l o_buf f er  <-  0 
 f or  ( i  i n seq( 1, n_days) )  {  
  # ski p mi ssi ng val ues 
  i f  ( i s. na( t s_days[ i ] ) )  {  next  }  
  i f  ( hi )  {  
   i f  ( ( t s_days[ i ]  >= hi _f l ow)  && ( i  < n_days) )  {  
    # cont i nuat i on of  hi gh spel l  
    hi _dur  <-  hi _dur  + 1 + hi _buf f er  
    hi _buf f er  <-  0 
   }  el se {  
    i f  ( ( hi _buf f er  >= spel l _t ol )  | |  ( i  == n_days) )  {  
     # end of  hi gh spel l  
     i f  ( hi _dur  >= mi n_spel l )  {  
      t s_hi _dur [ l engt h( t s_hi _dur ) +1]  <-  hi _dur  
      # r ecor d number  of  spel l s i n year  
      my_year num <-  f l oor ( i  /  365. 25)  + 1 
      ann_hi [ my_year num]  <-  ann_hi [ my_year num]  + 1 
     }  
     hi  <-  FALSE 
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     hi _dur  <-  0 
    }  el se {  
     hi _buf f er  <-  hi _buf f er  + 1 
    }  
   }  
  }  el se {  
   i f  ( t s_days[ i ]  >= hi _f l ow)  {  
    # st ar t  of  hi gh spel l  
    hi  <-  TRUE 
    hi _dur  <-  1 
    hi _buf f er  <-  0 
   }  
  }  
   
  i f  ( l o)  {  
   i f  ( ( t s_days[ i ]  <= l o_f l ow)  && ( i  < n_days) )  {  
    # cont i nuat i on of  l ow spel l  
    l o_dur  <-  l o_dur  + 1 + l o_buf f er  
    l o_buf f er  <-  0 
   }  el se {  
    i f  ( ( l o_buf f er  >= spel l _t ol )  | |  ( i  == n_days) )  {  
     # end of  l ow spel l  
     i f  ( l o_dur  >= mi n_spel l )  {  
      t s_l o_dur [ l engt h( t s_l o_dur ) +1]  <-  l o_dur  
      # r ecor d number  of  spel l s i n year  
      my_year num <-  f l oor ( i  /  365. 25)  + 1 
      ann_l o[ my_year num]  <-  ann_l o[ my_year num]  + 1 
     }  
     l o <-  FALSE 
     l o_dur  <-  0 
    }  el se {  
     l o_buf f er  <-  l o_buf f er  + 1 
    }  
   }  
  }  el se {  
   i f  ( t s_days[ i ]  <= l o_f l ow)  {  
    # st ar t  of  l ow spel l  
    l o <-  TRUE 
    l o_dur  <-  1 
    l o_buf f er  <-  0 
   }  
  }  
 }  
 d$HI _N <-  sor t ( ann_hi )  
 d$LO_N <-  sor t ( ann_l o)  

 d$HI _DUR <-  sor t ( t s_hi _dur )  
 d$LO_DUR <-  sor t ( t s_l o_dur )  
  
 s$HI _N <-  quant i l e( d$HI _N,  0. 5* sper t ur b,  names=F)  
 s$LO_N <-  quant i l e( d$LO_N,  0. 5* sper t ur b,  names=F)  
 s$HI _N_V <-  var i _s( d$HI _N,  spr ead=80 *  sper t ur b)  
 s$LO_N_V <-  var i _s( d$LO_N,  spr ead=80 *  sper t ur b)  
 s$HI _DUR <-  quant i l e( d$HI _DUR,  0. 5* sper t ur b,  names=F)  
 s$LO_DUR <-  quant i l e( d$LO_DUR,  0. 5* sper t ur b,  names=F)  
 ar p_y <-  1 *  sper t ur b 
 pr ob_hi  <-  ( 1 /  ar p_y)  *  ( n_year s /  l engt h( d$HI _DUR) )  
 s$HI _XDUR <-  quant i l e( d$HI _DUR,  1 -  pr ob_hi ,  names=F)  
 pr ob_l o <-  ( 1 /  ar p_y)  *  ( n_year s /  l engt h( d$LO_DUR) )  
 s$LO_XDUR <-  quant i l e( d$LO_DUR,  1 -  pr ob_l o,  names=F)  
  
  
 ### NON- SPELLS ### 
  
 t s_nohi _dur  <-  c( )  
 t s_nol o_dur  <-  c( )  
 nohi  <-  nol o <-  FALSE 
 nohi _dur  <-  0 
 nol o_dur  <-  0 
 nohi _buf f er  <-  0 
 nol o_buf f er  <-  0 
 f or  ( i  i n seq( 1, n_days) )  {  
  # ski p mi ssi ng val ues 
  i f  ( i s. na( t s_days[ i ] ) )  {  next  }  
  i f  ( nohi )  {  
   i f  ( ( t s_days[ i ]  < hi _f l ow)  && ( i  < n_days) )  {  
    # cont i nuat i on of  non- hi gh spel l  
    nohi _dur  <-  nohi _dur  + 1 + nohi _buf f er  
    nohi _buf f er  <-  0 
   }  el se {  
    i f  ( ( nohi _buf f er  >= spel l _t ol )  | |  ( i  == n_days) )  {  
     # end of  non- hi gh spel l  
     i f  ( nohi _dur  >= mi n_spel l )  {  
      t s_nohi _dur [ l engt h( t s_nohi _dur ) +1]  <-  nohi _dur  
     }  
     nohi  <-  FALSE 
     nohi _dur  <-  0 
    }  el se {  
     nohi _buf f er  <-  nohi _buf f er  + 1 
    }  
   }  
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  }  el se {  
   i f  ( t s_days[ i ]  < hi _f l ow)  {  
    # st ar t  of  non- hi gh spel l  
    nohi  <-  TRUE 
    nohi _dur  <-  1 
    nohi _buf f er  <-  0 
   }  
  }  
   
  i f  ( nol o)  {  
   i f  ( ( t s_days[ i ]  > l o_f l ow)  && ( i  < n_days) )  {  
    # cont i nuat i on of  non- l ow spel l  
    nol o_dur  <-  nol o_dur  + 1 + nol o_buf f er  
    nol o_buf f er  <-  0 
   }  el se {  
    i f  ( ( nol o_buf f er  >= spel l _t ol )  | |  ( i  == n_days) )  {  
     # end of  non- l ow spel l  
     i f  ( nol o_dur  >= mi n_spel l )  {  
      t s_nol o_dur [ l engt h( t s_nol o_dur ) +1]  <-  nol o_dur  
     }  
     nol o <-  FALSE 
     nol o_dur  <-  0 
    }  el se {  
     nol o_buf f er  <-  nol o_buf f er  + 1 
    }  
   }  
  }  el se {  
   i f  ( t s_days[ i ]  > l o_f l ow)  {  
    # st ar t  of  non- l ow spel l  
    nol o <-  TRUE 
    nol o_dur  <-  1 
    nol o_buf f er  <-  0 
   }  
  }  
 }  
 d$NOHI _DUR <-  sor t ( t s_nohi _dur )  
 d$NOLO_DUR <-  sor t ( t s_nol o_dur )  
  
 ar p_y <-  5 *  sper t ur b 
 pr ob_nohi  <-  ( 1 /  ar p_y)  *  ( n_year s /  l engt h( d$NOHI _DUR) )  
 s$NOHI _XDUR <-  quant i l e( d$NOHI _DUR,  1 -  pr ob_nohi ,  names=F)  
 pr ob_nol o <-  ( 1 /  ar p_y)  *  ( n_year s /  l engt h( d$NOLO_DUR) )  
 s$NOLO_XDUR <-  quant i l e( d$NOLO_DUR,  1 -  pr ob_nol o,  names=F)  
  
  

 cat ( " ### EXTREMES ### \ n" )  
  
 # cal cul at e cumul at i ve f l ow 
 #cum_days <-  t s_days 
 #f or  ( i  i n seq( 2,  n_days) )  {  
 # i f  ( i s. na( t s_days[ i ] ) )  {  
 #  cum_days[ i ]  <-  cum_days[ i - 1]  
 # }  el se {  
 #  cum_days[ i ]  <-  cum_days[ i - 1]  + t s_days[ i ]  
 # }  
 #}  
  
 amax <-  c( )  
 amax3 <-  c( )  
 amax7 <-  c( )  
 ami n <-  c( )  
 azer o <-  c( )  
 t hi smax <-  t hi smax3 <-  t hi smax7 <-  0 
 t hi smi n <-  I nf  
 t hi szer o <-  0 
 t hi syear _val s <-  0 
 my_year s <-  0 
 pr ev_phase <-  0 
 f or  ( i  i n seq( 1, n_days) )  {  
  t hi s_phase <-  ( t s$dat e[ i ]  + 365. 25 -  year _boundar y)  %% 365. 25 
  i f  (  ( t hi s_phase < pr ev_phase)  | |  ( i  == n_days)  )  {  
   i f  ( t hi syear _val s >= 365. 25 *  ( 1- max_mi ssi ng) )  {  
    my_year s <-  my_year s + 1 
    amax[ my_year s]  <-  t hi smax 
    amax3[ my_year s]  <-  t hi smax3 
    amax7[ my_year s]  <-  t hi smax7 
    ami n[ my_year s]  <-  t hi smi n 
    azer o[ my_year s]  <-  t hi szer o /  t hi syear _val s 
   }  
   t hi smax <-  t hi smax3 <-  t hi smax7 <-  0 
   t hi smi n <-  I nf  
   t hi szer o <-  0 
   t hi syear _val s <-  0 
  }  
  pr ev_phase <-  t hi s_phase 
   
  # ski p mi ssi ng val ues 
  i f  ( i s. na( t s_days[ i ] ) )  {  next  }  
  t hi syear _val s <-  t hi syear _val s + 1 
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  i f  ( t s_days[ i ]  < epsi l on)  {  
   t hi szer o <-  t hi szer o + 1 
  }  
   
  t hi smax <-  max( t hi smax,  t s_days[ i ] )  
  t hi smi n <-  mi n( t hi smi n,  t s_days[ i ] )  
  i f  ( i  <= n_days- t hr ee)  {  
   t hi s3 <-  sum( t s_days[ seq( i , i +t hr ee) ] )  
   # ski p mi ssi ng val ues 
   i f  ( i s. na( t hi s3) )  {  next  }  
   t hi smax3 <-  max( t hi smax3,  t hi s3)  
   i f  ( i  <= n_days- seven)  {  
    t hi s7 <-  t hi s3 + sum( t s_days[ seq( i +t hr ee+1, i +seven) ] )  
    # ski p mi ssi ng val ues 
    i f  ( i s. na( t hi s7) )  {  next  }  
    t hi smax7 <-  max( t hi smax7,  t hi s7)  
   }  
  }  
 }  
 amax3 <-  ( amax3/ t hr ee)  /  amax 
 amax7 <-  ( amax7/ seven)  /  amax 
 d$AMAX <-  sor t ( amax)  
 d$AMAX3 <-  sor t ( amax3)  
 d$AMAX7 <-  sor t ( amax7)  
 d$AMI N <-  sor t ( ami n)  
 d$ZERO <-  sor t ( azer o)  
  
 s$AMAX <-  quant i l e( d$AMAX,  0. 5* sper t ur b,  names=F)  
 s$AMAX_V <-  var i _r l og( d$AMAX,  spr ead=80* sper t ur b)  
 s$AMAX3 <-  quant i l e( d$AMAX3,  0. 5* sper t ur b,  names=F)  
 s$AMAX7 <-  quant i l e( d$AMAX7,  0. 5* sper t ur b,  names=F)  
 s$AMI N <-  quant i l e( d$AMI N,  0. 5* sper t ur b,  names=F)  
 s$ZERO <-  mean( d$ZERO)  
  
 t s_bf l ow <-  t s 
 t s_bf l ow$val  <-  basef l ow_mi ni mum( t s_days,  wi d=t wo,  smoot h=FALSE)  
 t s_bf l ow_year s <-  dai l y_t o_year l y( t s_bf l ow,  
year _boundar y=year _boundar y,  max_mi ssi ng=max_mi ssi ng)  
 t s_bf i  <-  t s_bf l ow_year s /  t s_year s 
 d$BFI  <-  sor t ( t s_bf i )  
 s$BFI  <-  mean( d$BFI )  
 s$BFI _V <-  sd( d$BFI )  
  
 i f  ( r et ur n_d)  {  
  r et ur n( l i st ( d=d,  s=s) )  

 }  el se {  
  r et ur n( l i st ( s=s) )  
 }  
}  
 
 
 
### VARI ABI LI TY MEASURES ### 
 
var i _s <-  f unct i on( x,  spr ead=80,  x_f l oor =0. 1)  {  
 qpr obs <-  c( 50+spr ead/ 2,  50- spr ead/ 2,  50)  /  100 
 qnt i l es <-  quant i l e( x,  qpr obs,  na. r m=T,  names=F)  
 med <-  qnt i l es[ 3]  
 # spr ead st at i st i c over  mi ddl e per cent i l es 
 r  <-  qnt i l es[ 1]  -  qnt i l es[ 2]  
 # cat ch zer o medi an:  bound bel ow 
 s <-  r  /  max( x_f l oor ,  med)  
 r et ur n( s)  
}  
 
var i _r l og <-  f unct i on( x,  spr ead=80,  l og_f l oor =0. 1)  {  
 x l og <-  l og10( pmax( l og_f l oor , x) )  
 qpr obs <-  c( 50+spr ead/ 2,  50- spr ead/ 2)  /  100 
 qnt i l es <-  quant i l e( xl og,  qpr obs,  na. r m=T,  names=F)  
 # spr ead st at i st i c over  mi ddl e per cent i l es 
 r  <-  qnt i l es[ 1]  -  qnt i l es[ 2]  
 r et ur n( r )  
}  
 
var i _sdl og <-  f unct i on( x,  l og_f l oor =0. 1)  {  
 r et ur n( sd( l og10( pmax( l og_f l oor , x) ) ,  na. r m=T) )  
}  
 
var i _cv <-  f unct i on( x)  {  
 xx <-  x[ i s. f i ni t e( x) ]  
 r et ur n(  sd( xx,  na. r m=T)  /  mean( xx,  na. r m=T)  )  
}  
 
### BASEFLOW ### 
 
# wi d i s ( wi dt h- 1) / 2 of  f i l t er  wi ndow 
basef l ow_mi ni mum <-  f unct i on( t s_days,  wi d=2,  smoot h=TRUE)  {  
 n_days <-  l engt h( t s_days)  
 # t ake movi ng mi ni mum 
 t s_mi n <-  t s_days *  0 
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 f or  ( i  i n seq( 1+wi d,  n_days- wi d) )  {  
  i f  ( i s. na( t s_days[ i ] ) )  {  next  }  
  t s_mi n[ i ]  <-  mi n( t s_days[ seq( i - wi d, i +wi d) ] ,  na. r m=T)  
 }  
 # at  ends of  r ecor d,  assume hal f  of  st r eamf l ow i s basef l ow 
 t s_mi n[ seq( 1, wi d) ]  <-  t s_days[ seq( 1, wi d) ]  *  0. 5 
 t s_mi n[ seq( n_days- wi d+1, n_days) ]  <-  t s_days[ seq( n_days-
wi d+1, n_days) ]  *  0. 5 
 i f  ( smoot h)  {  
  # t ake movi ng aver age 
  t s_bf l ow <-  t s_days *  0 
  f or  ( i  i n seq( 1+wi d,  n_days- wi d) )  {  
   t s_bf l ow[ i ]  <-  mean( t s_mi n[ seq( i - wi d, i +wi d) ] )  
  }  
  r et ur n( t s_bf l ow)  
 }  el se {  
  r et ur n( t s_mi n)  
 }  
}  
 

Appendix 2:  Code for handling time series 

The code given here reads in daily time series as exported from the 
Pinneena database. Functions are given to take sub-periods, covert 
to monthly, seasonal or annual time scales (with a specified 
tolerance for missing values), provide generic support for periodic 
time series (as for Colwell' s predictability index), and to convert 
date formats. 
 
# r eads i n a dai l y t i me ser i es 
# pass ar ea t o conver t  t o mm 
# f i r st  col umn shoul d be day count i ng f r om 1/ 1/ 1800 
# second col umn i s t he val ue 
# mar k mi ssi ng val ues as - 1 
r ead_t s <-  f unct i on( f i l e_csv,  ar ea=1,  na. r m=F)  {  
 t s <-  r ead. csv( f i l e_csv,  header =F,  col . names=c( " dat e" , " val " ) )  
 t s$val [ t s$val ==- 1]  <-  NA 
 mi ssi ng <-  sum( i s. na( t s$val ) )  
 at t r i but es( t s) $mi ssi ng <-  mi ssi ng 
 i f  ( na. r m)  {  
  t s <-  t s[ ! i s. na( t s$val ) , ]  

 }  
 t s$val  <-  t s$val  /  ar ea 
 cat ( " dat a year s:  " ,  sum( ! i s. na( t s$val ) )  /  365. 25,  " \ n" )  
 cat ( " mi ssi ng days:  " ,  at t r i but es( t s) $mi ssi ng,  " \ n" )  
 r et ur n( t s)  
}  
 
 
### TI ME SERI ES WRANGLI NG ### 
 
t s_per i od <-  f unct i on( t s,  f i r st _year ,  l ast _year ,  year _boundar y=0)  {  
 my_st ar t  <-  bar r ydat e( f i r st _year ,  1,  1)  + year _boundar y 
 my_end <-  bar r ydat e( l ast _year +1,  1,  1)  + year _boundar y -  1 
 newt s <-  t s[ ( ( t s$dat e >= my_st ar t )  & ( t s$dat e <= my_end) ) , ]  
 # pad out  t o st ar t  dat e 
 cur r _l en <-  l engt h( newt s$dat e)  
 i f  ( newt s$dat e[ 1]  > my_st ar t )  {  
  pad_n <-  newt s$dat e[ 1]  -  my_st ar t  
  cat ( " paddi ng " ,  pad_n,  "  days. \ n" )  
  newt s[ seq( 1, cur r _l en) +pad_n, ]  <-  newt s[ seq( 1, cur r _l en) , ]  
  newt s$dat e[ seq( 1, pad_n) ]  <-  seq( my_st ar t , l engt h=pad_n)  
  newt s$val [ seq( 1, pad_n) ]  <-  NA 
 }  
 r et ur n( newt s)  
}  
 
# cal cul at es aver age f l ow r at e each " mont h"  ( 30. 4375 days)  
dai l y_t o_mont hl y <-  f unct i on( t s,  max_mi ssi ng=0. 1,  n_mont hs=12)  {  
 mont hdays <-  365. 25 /  n_mont hs 
 mval s <-  c( )  
 mnums <-  c( )  
 n_val s <-  0 
 t hi s_sum <-  0 
 t hi s_val s <-  0 
 st ar t _year  <-  0 
 pr ev_phase <-  0 
 f or  ( i  i n 1: l engt h( t s$dat e) )  {  
  t hi s_phase <-  t s$dat e[ i ]  %% mont hdays 
  i f  (  ( t hi s_phase < pr ev_phase)  | |  ( i  == l engt h( t s$dat e) )  )  {  
   # comput e mont h number  
   mnum <-  t s$dat e[ i ]  %% 365. 25 
   mnum <-  r ound( mnum /  mont hdays)  
   i f  ( mnum == 0)  {  mnum <-  n_mont hs }  
    
   i f  ( t hi s_val s >= mont hdays *  ( 1 -  max_mi ssi ng) )  {  
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    n_val s <-  n_val s + 1 
    mval s[ n_val s]  <-  t hi s_sum /  t hi s_val s 
    mnums[ n_val s]  <-  mnum 
   }  el se {  
    # i ncl ude NA i f  i nsuf f i c i ent  dat a ( except  at  st ar t  or  
end)  
    i f  ( ( n_val s > 0)  && ( i  < l engt h( t s$dat e) ) )  {  
     n_val s <-  n_val s + 1 
     mval s[ n_val s]  <-  NA 
     mnums[ n_val s]  <-  mnum 
    }  
   }  
   # set  st ar t  year  ( of  f i r st  j anuar y)  
   i f  ( ( n_val s > 1)  && ( st ar t _year  == 0)  && ( mnum == 1) )  {  
    st ar t _year  <-  r ound(  t s$dat e[ i ]  /  365. 25 )  + 1800 
   }  
     
   #pr i nt ( spr i nt f ( " mont h %. 0f  ( %g val s) " ,  n_val s,  t hi s_val s) )  
   t hi s_sum <-  0 
   t hi s_val s <-  0 
  }  
  pr ev_phase <-  t hi s_phase 
   
  i f  ( ! i s. na( t s$val [ i ] ) )  {  
   t hi s_sum <-  t hi s_sum + t s$val [ i ]  
   t hi s_val s <-  t hi s_val s + 1 
  }  
 }  
  
 t s_mont hl y <-  dat a. f r ame( val =mval s, mont h=mnums)  
 at t r i but es( t s_mont hl y) $st ar t _year  <-  st ar t _year  
 r et ur n( t s_mont hl y)  
}  
 
per i odi c_mont hs <-  f unct i on( t s_mont hl y)  {  
 n_mont hs = max( t s_mont hl y$mont h)  
 mont hs <-  l i st ( )  
 f or  ( i  i n seq( 1,  n_mont hs) )  {  
  mont hs[ [ i ] ]  <-  t s_mont hl y$val [ t s_mont hl y$mont h == i ]  
 }  
 names( mont hs)  <-  seq( 1,  n_mont hs)  
 r et ur n( mont hs)  
}  
 
cal endar _mont hs <-  f unct i on( t s_mont hl y)  {  

 mont hs <-  per i odi c_mont hs( t s_mont hl y)  
 names( mont hs)  <-  
c( " Jan" , " Feb" , " Mar " , " Apr " , " May" , " Jun" , " Jul " , " Aug" , " Sep" , " Oct " , " Nov" ,
" Dec" )  
 r et ur n( mont hs)  
}  
 
# seasons ( t ot al  f l ow f or  al l  compl et e seasons)  [ sout her n hemi spher e 
l abel s]  
cal endar _seasons <-  f unct i on( t s_mont hl y)  {  
 n_mont hs <-  l engt h( t s_mont hl y$mont h)  
  
 summ <-  c( )  
 aut u <-  c( )  
 wi nt  <-  c( )  
 spr i  <-  c( )  
 summ_st ar t s <-  whi ch( t s_mont hl y$mont h[ seq( 1, n_mont hs- 2) ] ==12,  
ar r . i nd=TRUE)  
 aut u_st ar t s <-  whi ch( t s_mont hl y$mont h[ seq( 1, n_mont hs- 2) ] ==3,  
ar r . i nd=TRUE)  
 wi nt _st ar t s <-  whi ch( t s_mont hl y$mont h[ seq( 1, n_mont hs- 2) ] ==6,  
ar r . i nd=TRUE)  
 spr i _st ar t s <-  whi ch( t s_mont hl y$mont h[ seq( 1, n_mont hs- 2) ] ==9,  
ar r . i nd=TRUE)  
 f or  ( i  i n 1: l engt h( summ_st ar t s) )  {  
  summ[ i ]  <-  sum(  t s_mont hl y$val [ seq( summ_st ar t s[ i ] ,  
summ_st ar t s[ i ] +2) ]  )  
 }  
 f or  ( i  i n 1: l engt h( aut u_st ar t s) )  {  
  aut u[ i ]  <-  sum(  t s_mont hl y$val [ seq( aut u_st ar t s[ i ] ,  
aut u_st ar t s[ i ] +2) ]  )  
 }  
 f or  ( i  i n 1: l engt h( wi nt _st ar t s) )  {  
  wi nt [ i ]  <-  sum(  t s_mont hl y$val [ seq( wi nt _st ar t s[ i ] ,  
wi nt _st ar t s[ i ] +2) ]  )  
 }  
 f or  ( i  i n 1: l engt h( spr i _st ar t s) )  {  
  spr i [ i ]  <-  sum(  t s_mont hl y$val [ seq( spr i _st ar t s[ i ] ,  
spr i _st ar t s[ i ] +2) ]  )  
 }  
 r et ur n( l i st ( Summer =summ,  Aut umn=aut u,  Wi nt er =wi nt ,  Spr i ng=spr i ) )  
}  
 
# cal cul at es aver age f l ow r at e each wat er  year  
dai l y_t o_year l y <-  f unct i on( t s,  year _boundar y=0,  max_mi ssi ng=0. 1)  {  
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 annval s <-  c( NA)  
 n_val s <-  0 
 t hi s_sum <-  0 
 t hi s_val s <-  0 
 pr ev_phase <-  0 
 f or  ( i  i n 1: l engt h( t s$dat e) )  {  
  t hi s_phase <-  ( t s$dat e[ i ]  + 365. 25 + 1 -  year _boundar y)  %% 
365. 25 
  i f  (  ( t hi s_phase < pr ev_phase)  | |  ( i  == l engt h( t s$dat e) )  )  {  
   i f  ( t hi s_val s >= 365. 25 *  ( 1- max_mi ssi ng) )  {  
    n_val s <-  n_val s + 1 
    annval s[ n_val s]  <-  t hi s_sum /  t hi s_val s 
    # set  st ar t  year  
    i f  ( n_val s == 1)  {  
     t hi s_year  <-  r ound(  ( t s$dat e[ i ]  -  year _boundar y)  /  
365. 25 )  -  1 + 1800 
     at t r i but es( annval s) $st ar t _year  <-  t hi s_year  
    }  
   }  el se {  
    # i ncl ude NA i f  i nsuf f i c i ent  dat a ( except  at  st ar t  or  
end)  
    i f  ( ( n_val s > 0)  && ( i  < l engt h( t s$dat e) ) )  {  
     n_val s <-  n_val s + 1 
     annval s[ n_val s]  <-  NA 
    }  
   }  
   #pr i nt ( spr i nt f ( " year  %. 0f  ( %g val s) " ,  n_val s,  t hi s_val s) )  
   t hi s_sum <-  0 
   t hi s_val s <-  0 
  }  
  pr ev_phase <-  t hi s_phase 
   
  i f  ( ! i s. na( t s$val [ i ] ) )  {  
   t hi s_sum <-  t hi s_sum + t s$val [ i ]  
   t hi s_val s <-  t hi s_val s + 1 
  }  
 }  
 r et ur n( annval s)  
}  
 
bar r ydat e <-  f unct i on( yyyy, mm, dd)  {  
 # N. B.  t hi s i s i nef f i c i ent !  
 bdays <-  0 
 i f  ( yyyy > 1800)  {  
 f or  ( year  i n seq( 1800, yyyy- 1) )  {  

  i f  ( ( year  %% 4 == 0)  && ( year  %% 100 ! = 0) )  {  
   bdays <-  bdays + 366 
  }  el se {  
   bdays <-  bdays + 365 
  }  
 }  
 }  
 i f  ( mm > 1)  {  
 f or  ( mont h i n seq( 1, mm- 1) )  {  
  i f  ( ( mont h == 4)  | |  ( mont h == 6)  | |  ( mont h == 9)  | |  ( mont h == 
11) )  {  
   bdays <-  bdays + 30 
  }  el se {  
   bdays <-  bdays + 31 
  }  
 }  
 }  
 bdays <-  bdays + dd 
  
 r et ur n ( bdays)  
}  

 
Appendix 3:  Other code 

The files containing R code used for  
·  data visualisation (400 lines); 
·  stationarity assessment (150 lines); 
·  jackknife and bootstrap assessment (350 lines); 
·  parameter sensitivity assessment (100 lines); and 
·  rank-correlation dendrograms (50 lines); 

as well as the code given above, are available from the author on 
request. 
 
 


